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Chapter 1

Introduction

1.1 Good or bad?
Economists have assumed for long that we humans are selfish and do not care
about others. Throughout history, other social scientist and philosophers have
advanced similar views on the nature of human behaviour, while some have pro-
posed opposite views. Two remarkable examples are Hobbes (1651) and Rousseau
(1762). In Hobbes’ eyes we are fundamentally selfish, but can be taught to behave
with concern for others. Rousseau, on the other hand, expressed the view that
humans are born as helpful and cooperative, only to be corrupted by society. On
this issue, Hobbes has definitely not been alone. Until not too long ago it would
have been safe to say that the large majority of economists shared a similar take
on their own species.

Recently we have started to find out that the real face of human helping be-
haviour is neither completely selfish, nor completely alruistic. Our behavioural
plasticity gives us the ability to somehow move back and forth along a line whose
extremes are the opposite views of Hobbes and Rousseau. Although our species is
generally born and bred to be helpful (Tomasello, 2009), we are also prepared to
be selfish and even harm others in specific contexts (e.g., Zizzo and Oswald, 2001;
Abbink and Sadrieh, 2009). In other words, our social behaviour is complex.

In this thesis I will try to contribute to the understanding of the evolution of
human helping behaviour, by looking precisely at the complexity of our social
behaviour. This is done in four essays (chapters 2 to 5) dealing with related but
separate topics. Each chapter constitutes a self-contained piece of research, with
its own motivation and introduction. This general introduction merely serves to
set the stage and provide an overview of the thesis and related literature.



2 Introduction

1.2 Where did these preferences come from?
Evolution is the change in the inherited traits of a population from generation
to generation. Organisms that possess traits that help them survive and repro-
duce more or faster will, under environmental pressures, become more abundant
than organisms that do not posses such fitness-enhancing traits. Combined with
small (random) changes in these traits due to imperfect inheritance, this process
of natural selection produces, over many generations, adaptations that improve
the chances for survival and reproduction of organisms. This simple stochastic
process is the origin of all the diversity of life on our planet, and every living
organism, including us.

Generally, evolution is thought of as a process that acts exclusively on genes,
but customs and norms that spread through social learning also have an impact in
the number of offspring we produce. This implies that culture is subject to natu-
ral selection as well. In addition, evolutionary processes at a social-cultural level
can be interpreted as a kind of social learning, where successful ideas are copied
and spread through a population in a manner that resembles the process of evo-
lution acting on genes (Boyd and Richerson, 1988a; Richerson and Boyd, 2006).
Whether genetic or cultural, evolution is relevant for economics. It accounts for
the origin of our social behaviour machinery.

In individual decision problems, economic agents are often described by three
key characteristics: preferences, beliefs, and rationality (Robson, 2002). Prefer-
ences, or tastes, are generally summarized in a preference relation, the primitive
characteristic of the individual (Mas-Colell et al., 1995). Economists have gener-
ally remained silent on the origin of preferences (Becker, 1976; Robson, 2002).
This has started to change, with a set of tools and methods developed by be-
havioural economists, who are aiming to systematically uncover preferences in
the lab (e.g., Camerer, 2003). Behavioural economics brings economics back to
its roots by grounding economic theory in strong and well-supported models of
human psychology. Advances in behavioural economics have lead to established
findings regarding social preferences (e.g., Fehr and Schmidt, 1999; Bolton and
Ockenfels, 2000; Charness and Rabin, 2002; Cox et al., 2008), preferences over
risky outcomes (e.g., Fischhoff et al., 1974; Tversky and Kahneman, 1992), and
preferences across time (e.g., Loewenstein and Prelec, 1992). Economists have
come to realize that standard preferences do not necessarily conform to our real
nature.

Human behaviour has been shaped by evolution as well, acting on the physi-
ology of the brain over the stretch of millions of years, and acting on our culture
over the shorter periods that involve the spread of a social norm or custom (Bowles
et al., 2003; Bowles, 2006; Jones, 2009). Acknowledging this fact goes back to
Darwin himself (Darwin, 1871). The brain, the organ in which decision making
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actually happens, developed due to the uncertainties faced by mobile organisms
living in worlds with changing patterns of resource distribution (Allman, 2000).
Critical features of our decision machinery were selected for by evolution as life
on earth evolved. This means that studying the evolution of human behaviour pro-
vides another way (complementary to experiments) to understand our preferences.

The study of the evolutionary basis of our preferences can help to identify
relevant biological constraints on economic theory. That is, any model of human
behaviour must be biologically plausible. Understanding the biological basis of
economic behaviour will, in the long run, help us select the most relevant elements
from the entire candidate set of standard and non-standard models of economic
behaviour (Robson, 2001, 2002).

1.3 The problem of cooperation
Economists that have reached out the most to biology are the ones studying coop-
eration. In economics, the traditional model of self-interested optimisers assumes
that people only pursue their own material interest. While this model is successful
in certain contexts, it fails to predict human behaviour in others (Rabin, 1993; Fehr
and Schmidt, 1999). Understanding the basis of our selfishness or lack thereof has
led economists, and more generally social scientists, to venture into evolutionary
biology.

Helping behaviour has often been considered as problematic in evolutionary
biology. Darwin (1911) already recognized in The Origin of Species a very fun-
damental difficulty. It is not just us humans who are often helpful and caring of
others; from honeybees to naked mole rats helping behaviour is pervasive. Insects
forgo reproduction to help others’ young, primates gang up against predators by
protecting each other at a personal cost. Such overwhelming evidence would seem
to contradict Darwin’s idea of natural selection. In theory, individual reproductive
success was the very key to surviving over the long term, so how can we reconcile
this with helping behaviour being so prevalent in the natural world?

Wilson (1975) refers to the problem of cooperation as the central problem in
the biological study of social systems. Twenty-five years later, it was picked by
Science magazine as one of the 25 “most compelling puzzles and questions facing
scientists” (Pennisi, 2005). Today, more than 200 years after Darwin’s “special
difficulty”, although there has been much advancement, it is still not 100 % clear
how the competitive and seemingly ruthless nature of selection can lead the way
to cooperation.

The problem of cooperation entails a so-called social dilemma; a situation in
which collective interests are at odds with private interests. The most studied
social dilemma is the prisoner’s dilemma. The story can be told in many ways.
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Here I will borrow Binmore’s phrasing (2007, p. 5). It is about two prisoners
being interrogated, and it goes like this:

“If you confess (defect) and your accomplice fails to confess (coop-
erates), then you go free. If you fail to confess (cooperate) but your
accomplice confesses (defects), then you will be convicted and sen-
tenced to the maximum term in jail. If you both confess (both defect),
then you will be both convicted, but the maximum sentences will not
be imposed. If neither confesses (both cooperate), you will both be
framed on a minor tax evasion charge for which a conviction is cer-
tain”.

Let us assume that people want to spend the shortest possible amount of time
in jail, and try to figure out how (rational) players (with standard preferences)
would respond to the situation. Suppose the opponent will cooperate by remaining
silent, then your best reply would be to defect, since freedom is better than the
minor charge. Now, if your opponent defects you better avoid cooperation because
that would give you the maximum sentence. Simply put, regardless of what the
other player does, it is always better to defect. The other player, who is also
rational, would use a similar argument and reach the same conclusion, and both
will end up being convicted when the minor tax evasion charge would have been
preferable. In economic jargon: the equilibrium behaviour is not Pareto-efficient.
Therein lies the dilemma.

The situation of the prisoner’s dilemma is more ubiquitous than one might
think at first sight. Essentially, what the game is capturing is a tension between
individual and social incentives. A subset of prisoner’s dilemmas is represented
by the following matrix1 (payoffs for player one):

�
b− c −c

b 0

�

A cooperator (strategy 1) incurs a cost c and bestows a benefit b upon the other
player. A defector (strategy 2) does not pay any cost, and gets a benefit b if the
other player cooperates, or nothing if the other player is also a defector. Many
real-life situations entail a similar structure, not just in social interactions among
humans, but also among other animals. Think of alarm calls. A handful of pri-
mates and birds have elaborate alarm calls for warning con-specifics of approach-
ing predators. By warning others these animals often put themselves in danger,
making themselves more visible to the predator, but giving an advantage to oth-
ers. They provide a benefit (shared by all) at a personal cost. This is also a social

1We assume b > c > 0.
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dilemma. Given that alarm calls are prevalent, an obvious question is how evolu-
tion found an escape.

To bring evolution into the game the standard assumption is that players are
pre-programmed – genetically or in other way – to play a pure (or mixed) strategy
in the game. Players are part of a population from which pairs are randomly drawn
to play the game. Payoffs translate into fitness values, so that strategies with higher
relative payoff gain a larger share in the next generation. This approach is called
evolutionary game theory (Maynard Smith, 1982; Weibull, 1997; Hofbauer and
Sigmund, 1998), and will be used throughout this thesis.

Using evolutionary game theory, it is easy to show that evolution in a popula-
tion (without structure) does not select for cooperative behaviour in social dilem-
mas (e.g., Weibull, 1997; Nowak, 2006a). This basically means that Darwin’s
“very fundamental difficulty”, as explained above, is indeed a theoretical prob-
lem. The quest in this area of research is to provide a set of additional assumptions
that cause evolution to result in helping behaviour while being somehow reason-
able. Simple assumptions that can explain a great deal are of course preferable.
Nowak (2006b) and West et al. (2007) offer different, somewhat complementary
overviews of what is a very large, and sometimes complex literature.

1.4 Mechanisms: Population structure and group
selection

Different mechanisms have been proposed for the evolution of helping behaviour.
The relation between these is not always well understood, and it is often diffi-
cult to differentiate between mechanisms and flavours of the same mechanism
(Lehmann and Keller, 2006). It is therefore hard not to be arbitrary when it comes
to determining what counts as a mechanism in itself, and what should be regarded
as an instance of a more general process. Here I briefly discuss sexual selection,
reciprocity and population structure as possibly relevant mechanisms. Emphasis
will be put on population structure, as it is a recurring theme in this thesis and
relates to one of the most contested issues in the literature, namely the kin versus
group selection debate.

Darwin defined sexual selection as the competition between individuals of one
sex “for the possession of the other sex” (Darwin, 1871). Altruism or cooperation
could be explained by sexual selection if helping acts as a signal of an underlying
quality, desirable in a mate (Fisher, 1930). Another possibility is that the altruistic
trait is a handicap (Zahavi, 1975), that is, a costly act that only mates with suffi-
cient quality can afford, thereby generating a reliable signal of the genetic quality
of the altruistic individual (Miller, 2001). If the cost of altruism is compensated
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by having access to high quality sexual mates, then unselfishness is selected for.
Another possible mechanism for the evolution of cooperation is reciprocity.

The line of reasoning here is that it pays off for the actor to help, if there is a
chance that the individual receiving help will reciprocate in the future. Here,
the essential ingredient for selection to favour cooperation is repetition, which
allows individuals to track previous interactions with others so that reciprocation
is possible. Reciprocity is often discussed in two flavours: direct and indirect
reciprocity.

Direct reciprocity was introduced by Trivers (1971). Here, individuals track
the history of the actions of others they meet directly (Axelrod and Hamilton,
1981; Axelrod, 1987). The logic behind direct reciprocity is “I help you and you
help me”. The formal framework used to study reciprocity is repeated games.
Here, a one-shot game is repeated several times, and strategies take into account
what has happened in previous interactions. Unselfishness is selected for if there
are enough repetitions of the one-shot game, so that the costs of altruism in single
shots of the game are compensated by being helped in the long term.

In indirect reciprocity individuals build a public reputation by being cooper-
ative. Cooperative types help others with a good reputation. It is not necessary
that the players individually keep track of game histories, but information from
interactions is publicly known in the form of reputation. Examples of reputa-
tion systems that can lead the way to indirect reciprocity in humans are cultural
markers (Koopmans and Rebers, 2009), or gossiping (Sommerfeld et al., 2008).
Indirect reciprocity requires a higher-level storage and transmission of informa-
tion. The rationale here is “I help you and somebody else helps me” (Nowak and
Sigmund, 1998, 2005). In this kind of models, unselfishness is selected for if in-
formation on reputation is accessible and accurate enough to compensate for the
cost of altruistic acts.

Direct and indirect reciprocity require from individuals the cognitive abilities
to keep track of game histories or to build an appropriate system of reputation.
Sexual selection, on the other hand, requires sex as well as a communication sys-
tem for signals. Both mechanisms require monitoring, and therefore fail to ex-
plain cooperation in anonymous interactions. In this sense, a more fundamental
explanation is provided by population structure, which demands very little from
individuals themselves.

When it comes to social interactions most of us do not regularly interact with
the whole world, but limit ourselves to the set of con-specifics that are close to
us in space. The idea of population structure is that interactions are not homo-
geneous, i.e. individuals are more likely to interact with a subset of the whole
population.

Population structure facilitates positive assortment. In the context of cooper-
ation, positive assortment means that cooperators are more likely to interact with
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(a) Well mixed population (b) Insufficient assortment

(c) Sufficient assortment

Figure 1.1: Assortment in a population of 15 cooperators (blue individuals) and
15 defectors (red individuals).

other cooperative types. If this is the case selection gives rise to cooperative be-
haviour (see Bergstrom (2003) and Fletcher and Doebeli (2009)). Let us illustrate
this with an example.

Consider a population of 30 individuals, half of who are cooperators (blue
individuals in figure 1.1 ). Every generation two individuals are randomly picked
to play the following prisoner’s dilemma game:

�
2 0
3 1

�

In the case of a well mixed population (figure 1.1(a)) the expected payoff
of a cooperator is 2 · 14

29 + 0 · 15
29 = 28

29 . The expected payoff of a defector is
3 · 15

29 + 1 · 14
29 = 30

29 . This implies that selection works against cooperators.
Now let us consider the population structure of figure 1.1(b). Here the popu-

lation is divided in groups and interactions take place within groups. That is, the
first player is drawn randomly from the whole population, and the second player is
drawn randomly from the same group of the first chosen player. In the population
depicted in in figure 1.1(b), the probability that a cooperator interacts with another
cooperator is 86

135 , and the probability that a cooperator is matched with a defector
is 49

135
2. Note that the frequency of strategies is the same as in the well-mixed pop-

2These are simple conditional probability computations. If A denotes the event of sam-
pling the first individual, and B denotes the event of sampling the second individual, then
P (B|A) = P (A∩B)

P (B) . In this example the frequencies of cooperators and defector are the same
so the probability of event A is 1/2 for both, cooperators and defectors. P (A ∩B) must take into
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ulation example. Now the expected payoff of a cooperator is 2· 86
135+0· 49

135 ≈ 1.27,
and the expected payoff of a defector is 3 · 49

135 +1 · 86
135 ≈ 1.72. In this population

structure unselfishness is not favoured by natural selection.
Finally consider the population structure of figure 1.1(c). Frequencies of

strategies remain the same, but two cooperators from the third group have swapped
places with two defectors from the second group. Here, the probability that a co-
operator interacts with another cooperator is 34

45 , and the probability that a cooper-
ator is matched with a defector is 11

45 . Now the expected payoff of a cooperator is
2 · 3445 +0 · 1145 ≈ 1.51, and the expected payoff of a defector is 3 · 1145 +1 · 3445 ≈ 1.48.
In this population structure unselfishness is favoured by natural selection.

The purpose of a model with a structured population is to formalise specific
assumptions about the life-cycle of individuals, and check under which range of
parameters assortment is large enough for selection to work in favour of cooper-
ative types. Population structure comes in many different flavours: Some mod-
els define an explicit spatial structure and analyse local interactions (Nowak and
May, 1992; Killingback and Doebeli, 1996; Eshel et al., 1998; Hauert and Doe-
beli, 2004). Other models assume that individuals in the population occupy the
vertices of a graph (Nakamaru et al., 1997; Lieberman et al., 2005; Santos et al.,
2006; Ohtsuki et al., 2006).

Just like we did in the examples of figure 1.1, population structure is often
studied assuming that the population is divided in groups. This is commonly
referred to as “group selection” or “multilevel selection”. Positive assortment in
this case is the result of individuals staying together in groups because dispersal is
rare. The cornerstone of such models is formalising the dynamics of individuals in
groups, so that one can check mathematically if, and when, assortment emerges.

The idea of group selection was already hinted at by Darwin himself (1871,
Chapter 5):

“Although a high standard of morality gives but a slight or no advan-
tage to each individual man and his children over the other men of
the same tribe [. . . ] an advancement in the standard of morality will
certainly give an immense advantage to one tribe over another”.

In spite of its conceptual appeal, group selection has had a turbulent history.
The term was abused by early theoreticians, who very enthusiastically attributed
the evolution of all problematic traits to the “good of the group”, while neglecting
the role of individual selection (Wynne-Edwards, 1962). This was in turn fiercely
criticized by Williams (1966). This led to a denial of group selection that lasted
for decades, with only a minority of scientist, notably D.S. Wilson, trying to ex-
plain why framing the discussion in terms of group selection, or better multilevel
(individual and group) selection, was useful and necessary.

account the group composition.
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As of today the group selection debate has not gone away, and the discussion
is so heated that sometimes it is hard to believe that what is at stake are scientific
falsifiable hypotheses (Okasha, 2010). As a result, the literature on group selection
is enormous and rather disparate. Instead of listing here a necessarily incomplete
set of models I refer the reader to the survey by Wilson and Wilson (2007) for a
general perspective, and to the surveys by Henrich (2004) and van den Bergh and
Gowdy (2009) for discussions of cultural group selection.

Kin selection is the main contender of group selection. The idea of kin se-
lection is that helping behaviour is directed at relatives. Because relatives share a
certain number of your own genes, helping them implies helping your own. This
simple concept was formalised by Hamilton (1964). Associated models often use
an accounting technique called inclusive fitness, which takes into account the in-
direct fitness benefits received by helping relatives as well as the direct benefits
from the social interaction being analysed. Hamilton’s rule predicts that coopera-
tive behaviour will evolve whenever relatedness is above the cost-to-benefit ratio
of the altruistic act. This is nicely summarised quoting evolutionary biologist
J.S.B. Haldane, who reportedly remarked in a pub conversation: “I will jump into
the river to save two brothers or eight cousins”.

One seemingly appealing feature of kin selection is that it gives the illusion
that relatedness is the only determinant of the direction of selection in social sys-
tems. Moreover, identity by descent is a straightforward way to produce positive
assortment. Two individuals are identical by descent if they are identical copies
of the same ancestral individual. If offspring stick together in groups because of
limited dispersal, chances are that interacting individuals will be related, which is
all kin selectionists claim is needed for their theory to work.

In recent years we have seen a “dialogue” with scientist offering multilevel
selection models (e.g., Traulsen and Nowak, 2006; Killingback et al., 2006) that
are readily “translated” into the kin selection perspective (e.g., Lehmann et al.,
2007; Grafen, 2007). However, taking one group selection model and translating it
into a kin selection perspective (or vice versa) is no proof that the two approaches
are always interchangeable.

Only recently has research shown that in the space of all possible games, it
is not always possible to translate one type of model to the other without losing
accuracy. More specifically, it has been shown that inclusive fitness is not gen-
eral (van Veelen, 2009; Traulsen, 2010). This means that using inclusive fitness
without carefully checking if it is the appropriate tool can lead to errors 3 (Nowak
et al., 2010).

In this thesis, we will usually speak about assortment, and will try to spell
3In brief, inclusive fitness requires weak selection, additive payoffs and pair-wise interactions;

for details see van Veelen (2009)



10 Introduction

out if assortment happens between relatives or unrelated individuals. We will
also often use the term “multilevel selection”, to emphasize that our computations
do take into account individual as well as higher level selection. In short, the
accounting technique which will be used here is “standard natural selection theory
in the context of precise models of population structure” (Nowak et al., 2010).

1.5 Tools and methodology
Every chapter in this thesis will start with an empirically or experimentally demon-
strated stylized fact about our helping behaviour. This can be, for instance, that
we tend to sustain cooperation in large groups of unrelated individuals (chapter
2), that our helping behaviour suffers from in-group bias (chapter 3), or that our
social preferences are essentially reciprocal (chapters 4 and 5). From this particu-
lar observation we will try to build a minimal model that allows us to inspect what
the conditions are for that kind of behaviour to arise from an evolutionary process.

Inspecting such conditions requires the use of models. All the work in this
thesis combines mathematical and computational models. We will always start by
trying to gain mathematical insight. This often requires rather tight assumptions,
or analysis under limit conditions. This will often go along with a subsequent
analysis in which we relax some assumptions and look at more general cases with
the help of computer simulations.

Technically speaking, the set of tools used here is rather standard. We will
use evolutionary game theory, as well as standard maximization techniques and
probability computations. This is enough for the problems at hand. The mathe-
matical insight gained in the first part of the modelling exercises will often offer
us a guideline on how to deal with the simulations.

We try to formulate very simple models, and aim to keep the parameter space
rather manageable in order to avoid getting lost in the many possibilities that sim-
ulations offer. When turning to the computational analysis we will often have an
available prediction already. This will allow us to do much more than just statis-
tics in the dark with the computer output. Rather than a linear process of math,
and then code; the process has actually been a very iterative affair where formal
considerations are essential.

1.6 Outline of the thesis
The organisation of the remainder of this thesis is as follows:

In chapter 2 we start off by studying cooperation in large groups of unrelated
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individuals. We follow a model by Aviles (2002) that allows to study how the size
of the groups co-evolves with helping behaviour. The evolution of sociality in
all species requires that individuals get together in groups and that they cooperate
within them. This problem also pertains to humans, specially since we are known
to be able to cooperate in large groups of unrelated individuals. In chapter 3 we
tackle another key issue of human cooperation: the human taste for in-group bias.
This is often referred to as parochialism. We develop a model that allows for both
assortment and direct conflict between groups. Individuals have the opportunity
to discriminate between in- and outgroup members. We compare how relatedness
and direct conflict between groups affect the evolution of parochial traits.

Next, in chapter 4 we study reciprocity by looking at evolution in repeated
games. Such games are particularly important for humans, since we have the
cognitive skills to keep track of past interactions. We show, in a general setting,
that repetition leads to instability of strategies. This, however, does not mean that
we cannot draw qualitative conclusions about the evolutionary dynamics and the
kind of behaviour that evolves.

The last essay, in chapter 5, brings together repetition and population struc-
ture, the main ingredients of the previous chapters. Often a single fundamental
explanation is insufficient to understand all the key issues of human cooperation.
Combining assortment and repetition into a simple model is shown to have con-
siderable explanatory power. We will see here that a recipe made up of a certain
degree of population structure and many repetitions can explain reciprocity, as
well as one-shot cooperation.

Finally, chapter 6 draws conclusions.

Online material related to this thesis can be found at www.evolutionandgames.
nl.

www.evolutionandgames.nl
www.evolutionandgames.nl
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Chapter 2

Coevolution of group size and
cooperation∗

2.1 Introduction
The formation of groups and the evolution of cooperation within them – the two
essential ingredients of sociality (Alexander, 1974) – have largely been treated
separately in ecological and evolutionary models of social evolution. Group for-
mation and group size evolution have been the main focus of ecological models
such as for instance those of Giraldeau and Caraco (1993) and Higashi and Yama-
mura (1993). The evolution of cooperation, on the other hand, has been studied
with models in which group size is fixed, or, more generally, with models in which
the structure of who can affect whom by cooperating or not cooperating is ex-
ogenously given (see the overview by Lehmann and Keller 2006, and references
therein). It is natural to expect, however, that group size and cooperation will
have an effect on each other. Whether or not selection will for instance favour an
increase in cooperation may very well depend, not only on the current level of co-
operation, but also on current group size. The same holds for grouping; whether or
not it pays to form larger groups may depend on the level of cooperation as well as
on the size of the group. In a series of recent papers Aviles (2002) and Avilés et al.
(2002, 2004) use an individual-based and genetically explicit simulation model to
explore the evolution of grouping and cooperation, treating these two traits as co-
evolving dynamic variables. These simulations are used to describe how group

* Part of this chapter was published as: van Veelen, M, Garcı́a, J and Avilés, L (2010).
It takes grouping and cooperation to get sociality. Journal of Theoretical Biology 264: 1240–
1253. This model is based on a previous model by Avilés. Van Veelen and Avilés had the initial
idea. Van Veelen developed the mathematical predictions. Garcı́a developed the computational
model. Garcı́a and Van Veelen analysed the data. All three authors were all involved in writing
the manuscript.
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size and cooperation respond jointly to ecological and demographic parameters
for this particular model.

Using a two-trait optimization approach, here we provide analytical solutions
for the joint evolution of cooperation and grouping, while allowing for the possi-
bility that they feed back into each other. We consider three alternative models.
The first is the model from Avilés (1999); Aviles (2002) and Avilés et al. (2002,
2004). The second and third model are alternative possibilities for how coopera-
tion and grouping can affect fitness. We explore analytically the similarities and
differences among the three models and consider the different ecological circum-
stances they may represent.

We also compare the analytical solutions to simulation results. The reason
why these two might diverge, is that the analytical approach makes the simplify-
ing assumption that populations are monomorphic in equilibrium. In the simula-
tion model of Aviles (2002) and Avilés et al. (2002), that is not the case; because
grouping and cooperative tendencies are coded as polygenic traits, and because
they evolve to intermediate levels, sexual reproduction maintains some variance
in the population. In addition, group size is inherently stochastic in the simulation
model, while in the analytical model we assume that group size is deterministic.
The simulation results are nonetheless rather similar to the analytical predictions
of the simplified monomorphic model. With the analytical solutions for the sim-
plified case at hand, we are therefore much better able to describe and understand
how and why the equilibrium values for group size and cooperativeness react to
changes in parameter values in the simulation model. We also show that the same
holds for other models that are implemented in simulations in a similar way.

2.2 The model
We assume that individuals have the possibility to come together in groups in order
to perform a task that might be done more efficiently together than alone. There
are two things that will matter for group productivity, or the success with which
the task is performed: group size and the level of cooperation. In the model, both
of them ultimately depend on individual characteristics. Group size depends on
how eager individuals are to get together and form groups. Once within a group,
individuals can contribute to the overall success of the group by being cooperative.
Cooperation increases total group productivity, but lowers the relative fitness of
cooperators within their group. A natural setting one can think of is one where
individuals form one-generation breeding associations, after which the offspring
produced within the groups join a global pool from which they disperse to restart
a new cycle of group formation.

Following Avilés (1999); Aviles (2002) and Avilés et al. (2002, 2004), we as-



Coevolution of group size and cooperation 15

sume that the number of offspring produced by an individual is a function of the
size of the group it is in, of the cooperativeness of the other group members, and
of the cooperativeness of the individual itself. We also assume that this function
is hump-shaped with respect to the size of the group. This means that the func-
tions have one and only one local maximum in the interval of interest, n ≥ 0,
with respect to n. We will further assume that these functions are doubly differ-
entiable on n and γ. We will focus on three such functions. The first is taken from
Avilés (1999); Aviles (2002), the other two are different specifications that imply
different dynamic behaviour.

fi (n, γ, γi) = e
r
e
−cn

n
γ (1 + β (γ − γi)) (2.1)

gi (n, γ, γi) = e
r
e
−cn (1 + nγ) (1 + β (γ − γi)) (2.2)

hi (n, γ, γi) = e
r
e
−cn

nγ (1 + β (γ − γi)) (2.3)

In all three functions, n is the size of the group the individual is in, therefore it
will be assumed to be a positive real value, n ≥ 0. Parameter γi is the cooperative
tendency of the individual itself, which is assumed to be in the interval [0, 1].
This is a model choice, clearly, another possibility could have been the whole real
line, but we will stick to interval [0, 1] as motivated by the genetic representation
introduced in Avilés et al. (2002). Parameter γ represents the average cooperative
tendency of the members of the group, therefore its domain is also the interval
[0, 1]. Parameter r is an intrinsic rate of growth whose domain is the real line, c
is the inverse of a group carrying capacity parameter, and β reflects the cost of
cooperation. Meaningful values of c and r are positive.

Given these definitions, er represents the intrinsic growth in the absence of co-
operative or competitive interactions, e−cn reflects the negative effects of crowding
and competition, given limited resources available to a group, and 1 + β (γ − γi)
describes how individuals that are more cooperative than average within their
group, have a lower than average fitness compared to their fellow group mem-
bers, and vice versa. The factor that differs between the three represents the effect
of cooperation on the average productivity within the group. This factor is nγ in
function 2.1, 1 + nγ in function 2.2, and nγ in function 2.3.

In Avilés et al. (2002, 2004) the first three factors are presented together, while
the last one is presented separately. Here we present the compound function,
because for the analytical derivations it is more convenient to have the whole
formula at once. It is nonetheless worth realising that the first three terms represent
the average reproductive success of members of a group, or, when multiplied by
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the total number of group members, the total group productivity (i.e., the size of
the pie), while the last term describes the share an individual gets of the group
productivity pie. This helps interpreting the derivations made on the individual
level, but it also helps understand how this is still a model where differential group
productivity and two levels of selection are involved (see also the end of Section
2.3). We also note that in this model all group members, including the cooperator,
receive a share of the benefits of the cooperative behaviour, which makes it, in
Pepper (2000) terminology, a “whole group” rather than an “others only” model
of social evolution.

2.3 Theoretical predictions

2.3.1 Derivations of the stability conditions
We assume that individuals posses cooperative as well grouping tendencies. These
are individual characteristics. The cooperative tendency γi is a parameter in func-
tions 2.1, 2.2 and 2.3. One individual cannot control alone the size of the group
she will be in, therefore the grouping tendency of an individual, δi, as well as the
average grouping tendency of the population will determine the size of the group
n in which such individual will end up. As will be seen in appendix 2.3.1, it will
turn out that we get the same result deriving the theoretical prediction with re-
spect to n or deriving it with respect to δi, but it is customary in biology to take
derivatives with respect to individual properties. Working with δi is also consistent
with the individual-based simulations that serve as a test-bed for our theoretical
predictions.

If we simplify matters by assuming that in equilibrium a population consists
of individuals that all have equal grouping and cooperative tendencies, and that
group size is a deterministic function of an individuals grouping tendency and of
the average grouping tendency in the rest of the population, then we can think of
evolution as a two-trait optimization process. Taking the derivative of an individ-
ual’s fitness function with respect to its own cooperative tendency γi then indicates
when cooperative tendencies are expected to go up and when they are expected to
go down. Taking the derivative with respect to an individual’s grouping tendency
does the same for grouping tendencies.

The derivations are as follows:

Function f

Before taking derivatives of the function fi, we rewrite it, using γ =
�

n

j=1
γj

n
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Then we take the derivative to an individual’s own cooperativeness.
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The first part of the fitness function – e
r
e
−cn

n
γ – reflects group productivity,

or the size of the pie, while the last term – (1 + β (γ − γi)) – reflects the share that
individual i gets. The first part of this derivative – e

r
e
−cn

n
γ lnn

n
(1 + β (γ − γi))

– therefore reflects the fact that if i increases its cooperative tendency γi, then the
pie gets larger. The second part of this derivative - ere−cn

n
γ
�
−β

n−1
n

�
– reflects

the fact that increasing γi also implies that i gets a reduced share of the pie.
Now we can evaluate this derivative in γ = γi, which implies that dfi

dγi
= 0

if lnn = β (n− 1). So if n
∗ solves β = lnn

n−1 , then any value for γ could be
a stationary point with respect to cooperativeness, since the derivative dfi

dγi
goes

through 0 at γi = γ. If, however, β <
lnn

n−1 , then dfi

dγi
is positive at γi = γ, which

implies that the average will be pulled up, whatever the average is, and if β >
lnn

n−1 ,
then dfi

dγi
is negative at γi = γ, and the average will be pulled down, whatever the

average is.

Before taking the derivative to individual grouping tendency, we need to write
the size of the group an individual will end up in as a function of its own grouping
tendency and of the average grouping tendency in the rest of the population. In
the simulations, the size of the group an individual will find itself in is a complex
random variable that we cannot compute. It is however clear that this distribution
depends on the grouping tendencies of all other individuals, on the grouping ten-
dency of the individual itself, and on of the population size. The latter matters,
because if the population is larger, then that means that there are more individuals
soliciting for admittance, so the expected group size is also larger1. Fortunately

1See details on http://evolutionandgames.nl/sociality

http://evolutionandgames.nl/sociality
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we will see that the equilibrium is invariant to what can be seen as mere rescaling
of the relation between grouping tendency and group size, so this will turn out
not to matter. We simplify the stochastic simulation model to a deterministic ver-
sion, where the group size an individual will find itself in depends on the average
grouping tendency of the population, excluding the individual itself, and on the
grouping tendency of the individual itself. The dependence on the population size
will be suppressed, so at the onset, we will just be computing the derivative for a
specific population size. We will, as mentioned above, find out that the specifics
of the function will not matter, as long as it satisfies a very modest and natural
assumption. Population size will therefore not feature in the final characterization
of the equilibrium. This minimal assumption that we need is that the derivative
of the group size an individual finds itself in to the grouping tendency of that in-
dividual itself is positive. (Although it is not used, it also seems obvious that the
derivative to the average grouping tendency of the rest of the population should
be positive.) So if δi is is the individual’s own grouping tendency, and δ is the

average grouping tendency in the population, then we assume that
∂n(δ,δi)

∂δ
> 0

and
∂n(δ,δi)

∂δi
> 0.

Then we take the derivative to an individual’s own grouping tendency as fol-
lows.
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At γ = γi, we get
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Given that ∂n
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> 0, this implies that dfi
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> 0 if and only if γ

n
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n <
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We therefore have a stationary point of the function fi if

β =
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and n =

γ

c
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Functions g and h

For the other two functions, we do the derivation by considering a function
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Before taking derivatives, we rewrite this function, using γ =
�

n

j=1
γj

n

gα,i (n, γ, γi) = e
r
e
−cn

�
α +

�n

j �=i

γj + γi

��
1 + β

��n

j �=1

γj

n
− n− 1

n
γi

��

Then we take the derivative to an individual’s own cooperativeness.
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+ γ

�
(n− 1)

�

Now we can evaluate this derivative in γi = γ, which implies that dgα,i

dγi
= 0 if

1 = β (n− 1)
�
α

n
+ γ

�
. Therefore, if γ = 1

β(n−1) −
α

n
, then cooperativeness does

not change at γ. If, however, γ <
1

β(n−1) −
α

n
, then dgα,i

dγi
is positive at γi = γ, and

the average will be pulled up until γ = 1
β(n−1)−

α

n
, and if γ >

1
β(n−1)−

α

n
, then dgα,i

dγi

is negative at γi = γ, and the average will be pulled down until γ = 1
β(n−1) −

α

n
.

If we take the derivative with respect an individual’s own grouping tendency,
assuming that γ = γi, we get

dgα,i

dδi
=

∂n

∂δi

�
−ce

r
e
−cn (α + nγ) (1 + β (γ − γi))

�
+

∂n

∂δi
e
r
e
−cn

γ (1 + β (γ − γi))

=
∂n

∂δi
e
r
e
−cn (γ − c (α + nγ))

Hence, since ∂n

∂δi
> 0, we find that dgα,i

dδi
> 0 if γ − c (α + nγ) > 0, that is, if

n <
1
c
− α

γ
.
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Table 2.1: Conditions under which group size and level of cooperation are ex-
pected not to change (derivatives are 0).

Fitness function Optimality condition for grouping Optimality condition for cooperation

fi n = γ

c
β = lnn

n−1

gi n = 1
c
− 1

γ
γ = 1

β(n−1) −
1
n

hi n = 1
c

γ = 1
β(n−1)

We therefore have a stationary point of the function gα,i if

γ =
1

β (n− 1)
− α

n
and n =

1

c
− α

γ

For the function gi, we would take α = 1, which means that the fixed station-
ary point is described by

γ =
1

β (n− 1)
− 1

n
and n =

1

c
− 1

γ

For the function hi, we would take α = 0, which means that the stationary
point is described by

γ =
1

β (n− 1)
and n =

1

c

Summary

The resulting conditions are summarized in Table 2.1 and Figure 2.1.
The equations tell us that in order to know the direction of selection, we can

just look at two values: group size and cooperativeness. The state space of the two
traits is divided into four regimes by the conditions from Table 2.1, as depicted
below in figure 2.1 for each of the three functions. The intersection of the two
lines is the point at which individual fitness is maximized with respect to coop-
eration and grouping tendencies and therefore a stationary point of the dynamics.
In section 2.3.2 we show that, under assumptions concerning the way in which
individual grouping tendencies translate to group size, these stationary points are
(locally) stable, so in the absence of noise, there exists a vicinity of the stationary
points from which we can expect the population to settle there.
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(a) Function f.
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(b) Function g
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(c) Function h

Figure 2.1: Direction of selection for the three functions. The red lines sep-
arate the parameter values for which the derivative of the functions fi, gi and hi

(equations 2.1 – 2.3) to cooperation is positive (left of it) from those for which it
is negative (right). Similarly, the blue lines separate parameter values for which
the derivative to grouping is positive (left) and negative (to the right).
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2.3.2 Local stability of the stationary points
If we assume that the speed of selection is proportional to the derivatives computed
above for the function fi, then we get, after dividing both by e

r
e
cn
n
(γ−1) and

taking γi = γ and .

n = ∂n

∂δ

.

δ, the following differential equations.

.

n =

�
∂n

∂δ

�2

(γ − cn)

.

γ = (lnn− β (n− 1))

Without specifying ∂n

∂δ
there is not much one can say, but if we assume that it

is constant, and if we add an extra parameter a, which governs the relative speed
between the two traits(that can be tuned by changing relative genome sizes in the
simulations), then this is equivalent to looking at

.

n = γ − cn
.

γ = a (lnn− β (n− 1))

If we write that relative to the stationary point (n∗
, γ

∗), which then becomes
the new origin, where n

∗ solves β = lnn

n−1 and γ
∗ = cn

∗, then we get

.

N = Γ− cN
.

Γ = a (ln (N + n
∗)− β (N + n

∗ − 1))

The matrix of first derivatives, evaluated in the origin, then becomes:

�
1 −c

0 a
�

1
n∗ − β

�
�

the eigenvalues of which are

�
−1

2c±
1
2

√
c2 − 4a if c2 − 4a > 0

−1
2c±

1
2i
√
4a− c2 if c2 − 4a < 0
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Because both a and c are larger than 0, the eigenvalues, or their real parts, are
smaller than 0, hence the stationary point is locally stable.

For the functions gi and hi a similar exercise can be done, but for the func-
tion hi inspection of Figure 1c is already enough; the isocline for group size is
vertical there, which precludes trajectories crossing it. Hence all trajectories stay
on the same side of the isocline, which guarantees stability, given the direction of
selection in the areas surrounding it.

2.3.3 Results
The simple, first prediction that follows from the analysis above is that a popu-
lation will converge to the intersection of the two lines in the pictures. Levels of
cooperation and group sizes at equilibrium thus depend only on the group carry-
ing capacity c and the costs of cooperation parameter β, and not on the intrinsic
rate of growth r. The only effect r can have – everything else being equal – is that
if it falls below a threshold level, the population will go extinct. A change in r

however has no effect on predicted group size and level of cooperation.
We also see how changes in values of the parameters c and β affect the stable

stationary point. If current cooperation is strictly between 0 and 1, then a decrease
in β, that is, a decrease in relative fitness costs of cooperation, will make the
cooperation isoclines (red in Figure 2.1) shift to the right. This implies that the
new stationary point has an increased level of cooperation for all models, and an
increased group size in 2.1 and 2.2, while group size remains constant in 2.3.
If group carrying capacity goes up (that is, if c goes down) then the group size
isocline (blue in Figure 2.1) rotates clockwise, with the origin fixed, in Figure
2.1(a), and moves to the right in 2.1(b) and 2.1(c). Group size then goes up in
models 2.2 and 2.3 but remains constant in 2.1, while cooperation goes down in
all models. The effect of changes in group carrying capacity on group size in
model 2.1 can at first be perceived as a bit counterintuitive; one would expect
that group carrying capacity will first of all have an effect on group size, and
perhaps also on cooperation. Here, however, the prediction is that an increase of
the group carrying capacity only affects cooperation (it goes down) while group
size remains the same. This can be understood, if we see that after an increase in
group carrying capacity, initially groups will indeed grow in size. This however
then makes cooperation unfavourable, which reduces cooperativeness, and that,
in turn, causes large groups to be selected against. The population will then spiral
towards the new equilibrium, which has the same group size as before the increase
in group carrying capacity, but a lower level of cooperation. This is illustrated in
figure 2.2.

It is important to realise that this two-trait optimization approach is not at all at
odds with this being a model with different levels of selection, when cooperation



24 Coevolution of group size and cooperation

 0

 0.2

 0.4

 0.6

 0.8

 1

 0  2  4  6  8  10  12  14

A
ve

ra
g
e

 c
o

o
p
e
ra

tiv
e
 t
e

n
d
e
n

cy

Group size faced by the average individual

 

 0

 0.2

 0.4

 0.6

 0.8

 1

 0  2  4  6  8  10  12  14

A
ve

ra
g
e

 c
o

o
p
e
ra

tiv
e
 t
e

n
d
e
n

cy

Group size faced by the average individual

 

 0

 0.2

 0.4

 0.6

 0.8

 1

 0  2  4  6  8  10  12  14

A
ve

ra
g
e

 c
o

o
p
e
ra

tiv
e
 t
e

n
d
e
n

cy

Group size faced by the average individual

 

 0

 0.2

 0.4

 0.6

 0.8

 1

 0  2  4  6  8  10  12  14

A
ve

ra
g
e

 c
o

o
p
e
ra

tiv
e
 t
e

n
d
e
n

cy

Group size faced by the average individual

 

(a)

 0

 0.2

 0.4

 0.6

 0.8

 1

 0  2  4  6  8  10  12

A
ve

ra
g

e
 c

o
o
p

e
ra

tiv
e

 t
e
n

d
e

n
cy

Group size faced by the average individual

 

 0

 0.2

 0.4

 0.6

 0.8

 1

 0  2  4  6  8  10  12

A
ve

ra
g

e
 c

o
o
p

e
ra

tiv
e

 t
e
n

d
e

n
cy

Group size faced by the average individual

 

 0

 0.2

 0.4

 0.6

 0.8

 1

 0  2  4  6  8  10  12

A
ve

ra
g

e
 c

o
o
p

e
ra

tiv
e

 t
e
n

d
e

n
cy

Group size faced by the average individual

 

(b)

Figure 2.2: Increase of group carrying capacity.. In absence of a feedback
effect through the level of cooperation, one would expect that an increase in group
carrying capacity would make groups grow larger. A shift of the isocline for
equation 2.1, that reflects an increase in group carrying capacity, however leads to
a shift of the stable stationary point to a new equilibrium with the exact same group
size, but a lower level of cooperation – see 2.2(a). The effect of the feedback is
smaller for equation 2.2 than it is for equation 2.1; there we do predict an increase
in group size, although smaller than it would have been without feedback – figure
2.2(a).
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is concerned (see also van Veelen 2009). Obviously, within groups, individuals
with a lower than average cooperative tendency do better than individuals with a
higher than average cooperative tendency. Also, between groups, groups with a
higher average cooperative tendency do better than groups with a lower average
cooperative tendency. So within groups, cooperativeness is selected against, and
between groups cooperativeness is selected for. With cooperative tendencies being
randomly distributed over groups, we know that one can determine the direction
of selection by considering how changes in the individual’s own behaviour would
affect its own absolute fitness. Even if less cooperative individuals do better that
more cooperative individuals within the group, it can very well be that changing
from cooperative behaviour to less (or un-) cooperative behaviour actually harms
the individual’s own absolute fitness (see for instance Kerr and Godfrey-Smith,
2002, or the instructive table in Wilson, 2004). Taking the derivative to one’s own
cooperative tendency and setting it to 0 does apply this criterion; it looks at the
effect of an in- or decrease of the individual’s own cooperative tendency on its
own fitness. As we will see below, it is an approximation; by taking derivatives
for a monomorphic population, it ignores the possibility that this effect may vary
according to the composition of the rest of the group. Below we will also see
that this is nonetheless a good approximation (see also section2.3.2 and appendix
2.A).

2.4 Match between model and simulations
In order to determine to what extent the analytical predictions are matched by
simulation output, we coded a new Java version of the Avilés et al. (2002); Aviles
(2002) simulation model and extended it so that it contains all three functions
(equations 2.1 – 2.3) and a few additional options. The original simulation model
is described in Avilés et al. (2002, 2004) and Aviles (2002). A complete and
detailed description of the new version of the model, with extensions and mod-
ifications, along with an on-line version of the program, is provided at http:
//evolutionandgames.nl/sociality.

Figure 2.3 shows that the match between the analytical predictions (on the
left) and the simulation results (on the right) is rather close. The intersections
of the isoclines for the β’s (red) and the c’s (blue) are the stationary points of the
dynamics for monomorphic populations for different values of β and c. The results
of the simulations are pictured in the figures on the right. In the simulations,
runs, two for every combination of parameter values, lasted 15 000 generations,
of which we took the last 6 000 to 12 000 to compute the average cooperative
tendency and group size, depending on the time it takes for runs to get close to
a stable fixed state. With the last function, initiation at a level of cooperation

http://evolutionandgames.nl/sociality
http://evolutionandgames.nl/sociality
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of 0 leads to immediate extinction of the population, because hi (n, 0, 0) = 0.
The stationary points are therefore only reached if the population is initiated at
a sufficiently large level of cooperativeness. This would match the situation of a
habitat in which sociality could not evolve from solitary living, but where already
social animals could invade.

There are minor differences between the analytical prediction and the simu-
lations; the simulation results are slightly shifted towards the right for all three
models (that is, we find greater group sizes than predicted; see also Fig. 2.4).
We also find some distortion towards the edges, in particular where cooperation
is close to 0 or close to 1. Before describing what causes these differences, it is
worth noting that in the figures, we plot the group size faced by the average in-
dividual, rather than the average group size. The group size faced by the average
individual is what Jarman (1974) called the “typical group size” (see also Jarman
and Jarman 1979; Jarman 1982, and Reiczigel et al. 2008). In order to see why
this is the appropriate measure, we should realize that in the simulations, an indi-
vidual is characterized, not only by a cooperative tendency, but also by a grouping
tendency. This grouping tendency influences the expected size of the group it ends
up in; a higher grouping tendency makes the group an individual is in accept more
group members, and hence grow larger, while a lower grouping tendency makes
the group it is in accept less, all in expectations. Grouping tendencies therefore
should rise as long as it would be advantageous for individual group members to
have a higher expected group size. The value that matters therefore is the group
size that an individual can expect to face. This is not the same as the average
group size; these two quantities only coincide if all groups are of equal size, but if
groups differ in size, the former is larger than the latter, because large groups not
only are large, but they also account for more individuals that face a large group.

2.4.1 Why simulation outcomes are shifted
The shift of the simulation outcomes to the right, relative to the analytical pre-
dictions (Figs. 2.3 and 2.4), reflects the asymmetry of the functions around the
optimal values of n and γ, combined with the fact that the analytical approach
makes the simplifying assumption that at equilibrium, populations are composed
of equally sized groups and are monomorphic for the cooperative tendency of in-
dividuals. In the simulations, in contrast, cooperative and grouping tendencies are
coded as diploid polygenic traits, and because they evolve to intermediate levels,
sexual reproduction maintains some variance in the population. Also the group
formation process implies that the group size an individual will face is not de-
terministic. Even if the population were monomorphous both for grouping and
for cooperative tendencies, the group size that an individual faces would still be a
draw from a random distribution over group sizes. The size and cooperativeness
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Figure 2.3: Analytical predictions and simulation results. The figures on the
left depict the analytical predictions for the levels of cooperation and for group
sizes for, from top to bottom, the functions 2.1, 2.2 and 2.3. The results of the
simulations are pictured in the figures on the right.
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of the group an individual will find itself in therefore is a random variable that
depends on an individual’s own cooperative tendency and its grouping tendency,
as well as on those of the others in the population. Below and in the appendix, we
focus on group size as a variable.

The asymmetry of the fitness function around the optimal values of n here
means that being smaller than the optimal group size is worse (further away from
the optimal fitness) than being just as much larger. Since individuals cannot
choose a fixed group size, but are restricted in their choice between random distri-
butions over group sizes, this implies that the isoclines of the true model can differ
from the isoclines from the monomorphic model. How much they will differ, de-
pends on the shape of the random distributions of group sizes the individual can
choose from, and the shape of the fitness function. Because here, being smaller
than optimal is worse than being larger than optimal, the expected size that comes
with optimizing over the whole distribution is a bit larger than the optimal size in
the monomorphic model, which implies that the group size faced by the average
individual in equilibrium moves a bit to the right. This equilibrium would in fact
most accurately be described as a stationary point in distributions. Appendix 2.A.1
gives examples that illustrate how the group size faced by the average individual
in the equilibrium distribution can be larger or smaller than the stationary point
of the monomorphic model, due to the asymmetry in the fitness function and the
set of probability distributions that an individual can choose from. Appendix C2
describes how the population being a balanced polymorphism amplifies the effect
of the asymmetry in the fitness function. For grouping tendency, and with sexual
reproduction, one could therefore say that the asymmetry of the fitness function
affects the mean twice; once because there is uncertainty about the group size one
will find itself in, given ones own grouping tendency, and once because there is
uncertainty about the grouping tendency of one’s offspring. In both cases it is
better to be safe than sorry; ending up in too small a group oneself is relatively
bad - compared to ending up in a too large group – and having offspring that hap-
pens to have a lower grouping tendency than oneself is worse than offspring that
happens to have a higher grouping tendency. Both uncertainties thereby increases
the mean, because deviations from the maximum of the fitness function to smaller
groups are worse than deviations to larger groups.

Although the variance in cooperativeness is lower than the variance in group
size, a similar effect occurs for cooperativeness. Figure 2.4 has, for all three
functions, singled out one of each of the isoclines, and compared the prediction
for the monomorphic model with the averaged outcome of the simulation model.
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Figure 2.4: Shifted isoclines for functions fi, gi and hi(equations 2.1–2.3). The
isoclines from the simulation model are estimated by keeping the β constant and
varying the c (red) and vice versa (blue). Apart from the shifts caused by the group
size being a distribution and the functions fi, gi and hi not being symmetric, we
also see that closer to the sides, the red isocline is curved.



30 Coevolution of group size and cooperation

2.4.2 Distortion of the cooperation isocline towards the edges
In Figure 2.4 we see that the cooperation isocline is distorted towards the edges.
That is especially visible in Fig. 2.4(a); close to the edge where cooperation
is 0, the isocline from the simulations bends to the right, and close to the edge
where cooperation is 1, it bends to the left. These bends are caused by the fact
that close to the edges, mutations become biased against the common allele. In
the simulation program, inversions and translocations take precedence over point
mutations. This implies that for values of the average cooperative tendency that
are not close to 0 or 1, the most common mutations are inversion and translocation,
which are unbiased. The whole mutation process therefore is almost unbiased,
when not close to the edges. Towards the edges, however, mutations become more
likely to actually change the phenotypic value of individuals; if it is not possible
to change the genome by inversion or translocation (i.e., if the individual has
phenotypic value 0 or 1), then a point mutation will occur. Since point mutations
are biased against the common allele, this implies that the mutation process also
becomes increasingly biased against the common allele towards the edges. A
precise description of the mutation process is provided with the online version of
the simulation program, and helps understand this effect better.

2.5 Discussion of the results
Because not all functions give the same results, and because we want to be able to
match different functions with different biological situations, it is worth figuring
out what characteristics they share, and what sets them apart. The first charac-
teristic they share is that, for constant levels of cooperation, they all are hump-
shaped with respect to group size (or more precisely: they do not have more than
one local maximum). This can be regarded as a rather reasonable assumption,
reflecting the idea that there is an optimal group size for the performance of a
task. A humped-shaped function has in fact been demonstrated for a variety of
social organisms (e.g., Caraco and Wolf, 1975; Nudds, 1978; Buss, 1981; Raffa
and Berryman, 1987; Heinsohn, 1992; Cash et al., 1993, Komdeur, 1994,Wik-
lund and Andersson, 1994, Booth, 1995; Jeanne and Nordheim, 1996; Avilés and
Tufino, 1998) and is a common assumption for models of group living (Vehren-
camp, 1983; Pulliam and Caraco, 1984; Slobodchikoff, 1984; Giraldeau, 1988;
Krause and Ruxton, 2002).

The second common characteristic is that for small groups, it pays off for an
individual to cooperate (the derivative of fi to γi is larger than 0), while cooper-
ating becomes unfavourable if an individual finds itself in a large group. What
“large” is, that is, from where onwards groups are so large that an increase in ones
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cooperation level decreases ones own fitness, of course depends on parameter val-
ues and on current cooperativeness, but the idea is that there is such a point, in
the same way as that there is an optimal group size. Again, this can be seen as
reasonable, if the function reflects the success with which a task is performed; if
groups are very large, cooperating – or cooperating more – may pay off too little
to compensate for the costs.

If we indeed have two such lines, one representing where the maximum of the
function with respect to group size lies, and one representing where cooperation
stops being to the individual’s own benefit, then the point where the lines intersect
constitutes a stationary point of the dynamics. (There can also be stationary point
where the lines meet the boundary; these points must even be there if the two lines
for instance do not cross).

The difference between the functions lies in how extra overall cooperativeness
translates to higher values of the three functions. For that purpose, we only need
to look at the part that is different between them, that is, nγ in equation 2.1, 1 +
nγ in 2.2 and nγ in 2.3. With equation 2.1, an increase in overall cooperation
level makes more of a difference if γ is close to 1 than if it is close to 0 (see
figure 2.5). In equations 2.2 and 2.3, an increase in overall cooperation level
makes the same difference everywhere. The term nγ in these two functions can
therefore be interpreted as the total amount of cooperation; it is simply the sum
of the cooperative tendencies of all individuals. A model where every extra bit
of help adds just as much would be appropriate for situations where, for instance,
resources of an ephemeral and unpredictable nature need to be located, so that
every additional participant adds just as much to how much of the resource will
be found (e.g., bee hives or marine colonial birds searching for flowers or for
moving schools of fish, respectively). Looking at those terms as a function of n
can also be instructive; in equation 2.1 there are diminishing returns to adding
equally cooperative individuals, which would apply to situations such as the joint
capture of large prey or the warning of a predator’s arrival, where every additional
participant would have a smaller contribution to the success of the task.

One can also think of other functions that may describe how cooperation trans-
lates into more offspring. One could, for instance, take the mirror image of 2.1,
where the effect of an overall increase of cooperation (not to be confused with the
effect of an increase in an individual’s level of cooperation) levels off when coop-
erativeness goes up, or a function that is S-shaped. The latter would be appropriate
for situations when there are thresholds involved in the efficient performance of a
task, such as tree killing bark beetles that need to overcome the defenses of live
trees, which they do by attacking in mass (Raffa and Berryman, 1987). For those
functions, obviously the analytical approach from this chapter will again provide
predictions for equilibria.

Furthermore, one more detail of the functions may be interesting for their
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Figure 2.5: Terms nγ and 1 + nγ as functions of overall cooperation level γ with
n = 15.

interpretation, and that is that nγ = 1 for n = 1, regardless of γ. This makes
sense, because cooperation would be meaningless if there is no-one to cooperate
with. On the other hand, 1 + nγ increases with γ, also if n = 1. This can make
sense for cases where cooperation can be interpreted as the provision of a public
good, such as building a (possibly communal) web, building protective structures
for a (possibly communal) nest, detoxifying waste products from the common
environment or cleaning up the nest. Also on one’s own, spending some effort on
building a web or on nest defence can be sensible, but it becomes a public good,
or a collective effort, if others join the group.2

Equation 2.3, but not equation 2.2, on the other hand, has the peculiarity that
if average cooperativeness γ is 0 in the latter, then nγ is also 0, which implies that
the fitness of all individuals is 0. This may describe a habitat in which a certain
species could not live without cooperating, whatever its group size, including size
1. Such a harsh environment could, on the other hand, be colonized by an already
social species that has evolved sufficiently high levels of grouping and cooperation
in another habitat. The same applies to equations 2.1 and 2.2 for values of r that
are too low to have replacement in absence of cooperation and grouping.

One can also make a mix of the functions 2.2 and 2.3 by replacing 1 + nγ, or
nγ, by α+nγ. This new parameter α would then reflect the relative importance of
the task that is performed together; the lower α, the more important the collective
task. Analysis of the dynamics for this slightly more general function is not more

2A detail of lesser importance is that for nγ , the function fi (equation 2.1) increases if a single
individual, regardless of it’s own cooperative tendency, is joined by another individual, even if the
joining individual has cooperativeness γ = 0, since 2γ/2 =

�√
2
�γ

> 1γ . This peculiarity does not

apply to groups with more than one initial individual, since (n+ 1)
nγ
n+1 =

�
(n+ 1)

n
n+1

�γ
< nγ

if n > 1. It is also excluded for all group sizes in equations 2.2 and 2.3.
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complicated, and is done in Appendix 2.3.1.
We would like to point out that the ecology can put a limit on the growth of the

overall population in different ways. One can assume that there is only a limited
number of nesting sites, and in Avilés et al. (2002, 2004) this is implemented by
assuming that the flow from the global pool towards the groups stops as soon as the
last nesting site has been occupied by one individual. One can also assume that the
global density negatively affects individual fitnesses. A third option is to assume
that every generation, the global pool is reduced to a fixed number of individuals
before they leave in order to form groups. For the simulations reported here, we
chose the limited nesting sites model, but all three possibilities are all coded in the
program. This program can be found online, and comes together with a precise
description of the dynamics.

The most important distinctive feature of the global density dependence ver-
sion is that this version, in combination with particular choices of the parameters,
can allow for cyclical or chaotic behaviour of the size of the total population. This
can describe population dynamics in for instance social spiders (Avilés, 1999) and
tree killing bark beetles (Berryman, 1973; Aviles, 2002). With cycles or chaotic
behaviour at the population level, the optimum levels of grouping and coopera-
tive tendencies then become moving targets. Nonetheless, average cooperative
tendencies and group sizes are not that different from those in the limited nesting
sites model. Compared to the theoretical prediction, the shift of the c-isocline –
that reflects the group size dynamics – to the right is only a bit more pronounced if
there are cycles or if there is chaotic behaviour. The reason is that the asymmetry
of the fitness function around the optimum now not only punishes chance devia-
tions from the optimal group size asymmetrically, but it also punishes deviations
from the (moving) optimum over time asymmetrically (see also the online simu-
lation model and results there). This also explains why r does have a small effect
with global density dependence; by increasing the r we go from a stable system
to cycles to chaos.

2.6 Conclusion
In this chapter we have shown how the dynamics of cooperation is intrinsically
linked to the dynamics of group formation. We studied the co-evolution of group-
ing and cooperation traits, being able to predict equilibria for the dynamics under
a range of assumptions and meaningful fitness functions.

Despite being essential ingredients of sociality (Alexander, 1974), grouping
and cooperation have mostly been considered in isolation. Using a two-trait op-
timization approach, we have derived the first analytical solutions for the levels
of cooperation and group sizes that are expected to arise from the joint evolution
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of these two traits. The analysis shows that the tendency to form groups and the
tendency to cooperate interact, and that the ecological conditions described by
the fitness functions imply different dynamics and equilibrium outcomes. This
indicates the importance of looking at the two traits jointly, i.e. not in isolation;
allowing them to evolve together can give predictions that differ from what one
would predict if only one of the two is allowed to evolve.

One point worth mentioning here is that the model from Aviles (2002) is clas-
sified in Lehmann and Keller (2006) as a model where altruism evolves due to
a greenbeard effect. With the analysis in this chapter, we can conclude that in
their classification, it would fall under cooperation rather than under altruism, and
would be explained by direct benefits instead of a greenbeard effect. More pre-
cisely, one can say that the dynamics in the model bring the population to a point
at which the costs (c in Lehmann and Keller 2006) of marginal changes in be-
haviour are 0; in equilibrium, derivatives of the fitness function to group size and
cooperation are 0. Alternatively, one can use the terminology of Wilson (1979),
in which case one can say that the dynamics brings the population up to a point
where further, marginal changes in behaviour are on the border between weak and
strong altruism.

Note that in all the fitness functions there is a collective action component.
Specifically, 1 + nγ increases with γ. This reflects cases where cooperation can
be interpreted as the provision of a public good. For a solitary individual spending
some effort on a task makes sense, but the task becomes a public good as soon as
others join the group. This is a key feature of human cooperation that is explained
here without invoking relatedness.
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Appendix 2.A Explaining the shift: theoretical pre-
dictions vs simulations

2.A.1 Optimizing over probability distributions is not the same
as finding the optimal (deterministic) group size

Individuals in the simulations are restricted to “choose” between different ran-
dom variables. They cannot choose a fixed group size, but they do have a choice
between different probability distributions over group sizes. That implies that a
stationary point of the dynamics is not just a combination of values for coopera-
tiveness and group size, but a distribution of group sizes and cooperative tenden-
cies that remains stable.

Below we will see that the mean of the best choice for a distribution over
group sizes in general does not coincide with the optimum of the fitness function,
which is where we would expect to find the population if individuals could choose
a fixed, deterministic group size, rather than a distribution over group sizes.

We would like to use a few examples to show how both the set of probability
distributions they can choose from and the shape of the fitness function can make
the group size faced by the average individual differ from the optimum of the
fitness function. The examples are a bit constructed, in order to keep the point
simple, but at the end of this appendix, we will look at one equilibrium point
from the simulations and see what the distributions are that individuals actually
can choose from. For elegance and conciseness, we use continuous variables.
Everything could be done with discrete valued probability distributions just the
same, but that would only be harder to digest.

We first assume that the number of offspring depends on group size s in the
following way:






s− 1 if s ∈ [1, 1 + γ]
2γ − (s− 1) if s ∈ [1 + γ, 1 + 2γ]

0 if s ∈ [1 + 2γ,∞]

which makes a triangular function with the peak at 1 + γ (Figure 2.6)
Then suppose that the density function of the random variable of the size of a

randomly chosen group is

lt (s) =
1

ln (t+ 1)
s
−1
, s ∈ [1, 1 + t]

With this random variable, expected group size is
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Figure 2.6: Triangular fitness function with γ = 4.

� 1+t
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s
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t
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More important, however, is that, if we take a random draw from the popu-
lation, with every individual having equal probability, then this randomly drawn
individual is s/u times as likely to come from a particular group of size s than it
is to come from a particular group of size u. So the probability that a randomly
drawn individual finds itself in a group of size s should be proportional to s times
lt (s). This gives the uniform distribution on [1, 1 + t], written as follows

kt (s) =
1

t
, s ∈ [1, 1 + t]

The latter will be referred to as the group size faced by the average individual.
This random variable has expected group size

� 1+t

1

s
1

t
ds =

1

t

�
1

2
s
2

�1+t

1

= 1 +
1

2
t

Both densities are pictured in figure 2.7.
For this combination of the fitness function and the set of distributions the

individual can choose from, the expected fitness is:
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Figure 2.7: Densities of group size (blue) and group size faced by a random chosen
individual (red) for t = 5.






� 1+t

1
1
t
(s− 1) ds if t ∈ [0, γ]� 1+γ

1
1
t
(s− 1) ds+

� 1+t

1+γ

1
t
(2γ − (s− 1)) ds if t ∈ [γ, 2γ]� 1+γ

1
1
t
(s− 1) ds+

� 1+2γ

1+γ

1
t
(2γ − (s− 1)) ds if t ∈ [2γ,∞]

Below, this is plotted as a function of the group size faced by the average
individual (1 + 1

2t). The figure shows that for the optimal distribution, the group
size faced by the average individual is smaller than the size in the optimum of
the fitness function. This is understandable, because the optimum lies in a point
where the average of the fitness function over [1, 1 + t] equals the value of that
same function in the point 1 + t, which cannot be true if t ≥ 2γ (Figure 2.8).

The actual optimum can be found by taking the derivative to t, which gives
t =

√
2γ. Hence it holds here that for any of the triangular fitness functions, that

is, for any γ, the group size faced by the average individual is smaller than the
optimum of the fitness function; 1 + 1

2t = 1 + 1
2

√
2γ < 1 + γ.

An example of a set of distributions for which the mean of the optimal distribu-
tion coincides with the peak, when using this fitness function, is the set of uniform
distributions on [t− 1, t+ 1], where the individual can choose a t > 2, and an ex-
ample where the mean of the optimal distribution lies right of the optimum of the
fitness function, is the set of probability distributions where the individual finds
itself in a group of size 1 + t with probability 2

3 and in a group of size 1 + 4t with
probability 1

3 .
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Figure 2.8: Expected payoff for γ = 4.

Now suppose we keep to the first set of probability distributions – uniform on
[1, 1 + t] – but replace the fitness function with the following one:






s− 1 if s ∈ [1, 1 + γ]
γ

δ
(γ + δ − (s− 1)) if s ∈ [1 + γ, 1 + γ + δ]

0 if s ∈ [1 + γ + δ,∞]

which is, unlike the first fitness function, not symmetric for γ �= δ (Figure 2.9).

Then expected fitness becomes:






� 1+t

1
1
t
(s− 1) ds if t ∈ [0, γ]� 1+γ

1
1
t
(s− 1) ds+

� 1+t

1+γ

1
t

γ

δ
(γ + δ − (s− 1)) ds if t ∈ [γ, γ + δ]� 1+γ

1
1
t
(s− 1) ds+

� 1+γ+δ

1+γ

1
t

γ

δ
(γ + δ − (s− 1)) ds if t ∈ [γ + δ,∞]

The optimum can again be found by taking the derivative to t, which gives
t =

�
γ2 + δγ. Therefore, if we choose δ > 3γ, we now get 1 + 1

2t = 1 +
1
2

�
γ2 + δγ > 1 + 1

2

�
4γ2 = 1 + γ. This implies that for δ > 3γ, which for

instance is the case in Figure 2.10, the group size faced by the average individual
in the optimal choice for a distribution is now larger than the optimum of the
fitness function.
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Figure 2.9: Asymmetric fitness function for γ = 4 and δ = 15.

Figure 2.10: Expected fitness for γ = 4 and δ = 15.
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2.A.2 Data from the simulations
We will make a similar comparison for a simulation run; we will compare the
optimal group size with the expected group size for the optimal probability distri-
bution.

The functions fi, gi and hi from the paper are all asymmetric in the same way
that the last fitness function is; mistakes left from the optimum are worse than
mistakes of the same size right of the optimum. For the simulation model, the dis-
tributions over group sizes that an individual faces, depending on the value of its
grouping tendency, are actually rather hard to compute analytically. In the group
formation process there, individuals leave a pool in random order, and one after
the other seek admittance to a sequence of already formed groups. Their proba-
bility of being admitted depends on their own grouping tendency and the average
grouping tendency of the members of the group it seeks admittance to. This im-
plies that the probabilities of events at every step of this process are not indepen-
dent, which makes computing the probabilities for the group sizes that a randomly
chosen individual faces, given its grouping tendency, seriously time consuming.
Once we have reached an equilibrium in a simulation run, we can however look
at the empirical distributions there. Figure 2.11 pictures this empirical set of dis-
tributions, where every grouping tendency comes with a different distribution; the
frequencies with which individuals with a low grouping tendency find themselves
in groups of different sizes make the distributions up front, starting with the blue
one, and the frequencies with which individuals with a high grouping tendency
find themselves in groups of different sizes make the distribution at the back. Ob-
viously, the distributions shift to the right as grouping tendencies increase; with
a high grouping tendency, one can still end up in a small group, but the odds are
just getting smaller as grouping tendency increases.

For each of those distributions, we computed the expected fitness and group
size faced by the average individual (see Figure 2.12). It turns out that expected
fitness is maximized at a grouping tendency of 3

30 , which comes with a group
size faced by the average individual of 8.2. This we should compare to what
we get if we just optimize over group size. Optimizing over group size3 gives
a group size of 6.1. Note that it is not that an average group size closer to 6.1
was not feasible with the different discrete options for grouping tendencies; with
a grouping tendency of 1

30 the average group size was 5.79, which is much closer
to 6.1 than 8.2 is. Please note that the value of the fitness function in the integer
that is closest to the optimal group size (6) to is 3.77 and that expected fitnesses
for all grouping tendencies in figure 2.12 are lower than that. This does make
sense, because they are restricted to probability distributions, which imply that

3In all the computations we used the average cooperativeness from the run to compute fitness.
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Figure 2.11: Conditional distributions: For the function fi with parameter values
β = 0.31 and c = 1

15 , the simulation program counted how many times individ-
uals with a given grouping tendency find themselves in groups of different sizes.
This gives the empirical distributions pictured above. The distribution for group-
ing tendency 0 is not pictured, because they end up by themselves in groups of
size 1 with probability 1, and grouping tendencies larger than 10

30 occurred too
infrequently to produce proper distributions
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Figure 2.12: Expected fitnesses: The average cooperativeness from the run with
function fi and parameter values β = 0.31 and c = 1

15 was 0.406. With
this value, the expected fitness is computed given the distributions as follows:
E (fi | γ = 0.406) =

�40
n=0 P (group size = n) · fi (n, 0.406, 0.406).

one cannot avoid being in groups of the suboptimal size; one can only balance the
odds.

Still the actual group size faced by the average individual is not 8.2 but 8.8,
and grouping tendencies of larger than 3

30 constitute a substantial part of the pop-
ulation; average grouping tendency is 0.14 >

3
30 . While choosing between distri-

butions over group sizes - rather than between deterministic group sizes - explains
part of the difference (the part between 6.1 and 8.2), the remaining part of the
difference in group size can be explained by the fact that the equilibrium is (in
fact, must be) a balanced polymorphism, where the expected fitness as a function
of grouping tendency is asymmetric. Especially the low fitness for a grouping
tendency of 0

30 plays a role here (see figure 2.12).

2.A.3 Balanced polymorphism
The standard example of a balanced polymorphism is sickle-cell anaemia; in the
presence of malaria threat, the heterozygote has the highest fitness, while both ho-
mozygotes have a lower fitness. Because the one homozygote that causes sickle-
cell anaemia has a (much) lower fitness than the other homozygote that has an
increased risk of contraction of malaria, the equilibrium value for the allele in the
population is (well) below 50, even though the heterozygote has maximum fitness
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and comes with 50 of each allele. One way to intuitively understand how this
works is to see that selection is much harder on instances of having too much of
the gene for malaria protection (which implies getting sickle-cell anaemia) than
it is on having too little and suffering an increased risk of contracting malaria.
Only in the case where both homozygotes have the same suboptimal fitness, does
the frequency in the polymorphism coincide with the frequency in the optimal
genotype.

The principle in this case is the same. It is driven by the fact that, just as with
sickle-cell anaemia, the fitnesses around the optimum are not symmetric; if we
look at Figure 2.12, we see that individuals with grouping tendencies to the left
of the optimum do worse than those to the right; 2

30 does worse than 4
30 ,

1
30 does

worse than 5
30 , and 0

30 does much worse than 6
30 . Here selection disproportionally

punishes having too little of the gene. The population average in equilibrium is
therefore higher than the value that corresponds to the frequency in a population
where all individuals are at the maximum expected fitness. The group size will
therefore be even further to the right; 8.8 instead of 8.2. Especially the low fitness
for grouping tendency at 0 plays a role here.

We also find that the balanced polymorphism part of the difference goes away
if the version without sexual reproduction is run with a very low mutation rate.
(The mutation rate needs to be low in order to be comparable, because mutation
is much more biased against the common allele in the version without sex. It does
take much longer to get to equilibrium though, with very low mutation rates).

For grouping tendency, and with sexual reproduction, one could therefore say
that the asymmetry of the fitness function affects the mean twice; once because
there is uncertainty about the group size one will find itself in, given ones own
grouping tendency, and once more because there in uncertainty about the grouping
tendency of ones offspring. In both cases, uncertainty increases the mean, because
deviations from the maximum of the fitness function to smaller groups are worse
than deviations to larger groups.
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Chapter 3

Evolution of parochial altruism by
multilevel selection∗

3.1 Introduction
Altruism can be regarded as a fitness transfer from altruistic individuals to re-
cipients. If such a transfer is limited to donors and recipients belonging to the
same group, we speak of parochial altruism. Human altruism seems to have a
parochial component. A general tendency to favor group fellows over strangers is
well-documented (Bernhard et al., 2006b; Hewstone et al., 2002; Bernhard et al.,
2006a). Although many models have been proposed to account for the evolution
of altruism (e.g Price, 1972; Hamilton, 1975; Frank, 1998; Lehmann and Keller,
2006; Nowak, 2006b), ultimate or evolutionary explanations of parochialism have
only recently received some attention (Bowles and Choi, 2004; Hammond and
Axelrod, 2006; Choi and Bowles, 2007; Lehmann and Feldman, 2008). Models
of group selection (e.g., Boorman and Levitt, 1972; Aoki, 1982; Bowles et al.,
2003; Traulsen and Nowak, 2006; Lehmann and Keller, 2006) cannot explain the
evolution of parochialism, since either intergroup interaction is limited or individ-
uals employ identical strategies towards ingroup and outgroup members.

We propose a multilevel selection model that provides an explanation for the
evolution of parochial traits. The essential ingredient of a multilevel selection
model is population structure. Often it is assumed that the population is divided in
groups, the fate of the population is determined by the combination of individual
selection, that stems from competition between individuals; and selection at the

* This chapter will be published as: J. Garcı́a and J.C.J.M. van den Bergh (2010). Evolution
and Human Behavior. Article in press DOI:10.1016/j.evolhumbehav.2010.07.007.
Garcı́a had the initial idea, developed the first version of the mathematical and computational
models, and analysed the data. Garcı́a and Van den Bergh wrote the article.

DOI:10.1016/j.evolhumbehav.2010.07.007
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level of the groups, which stems from the competition that takes place among
groups. Hence, multilevel selection. If the same trait is favoured at both levels
it is easy to determine where selection is going, but interesting cases are those in
which the direction of selection differs for the two levels. This is often the case for
helping traits that are disadvantageous at the individual level and advantageous at
the group level.

Selection at the level of the groups can work in different ways (Okasha, 2006).
One possibility is that groups compete in leaving progeny in a way that makes
groups that have the trait that is favoured at the higher level leave more offspring.
This often happens because individuals in groups are positively assorted (see sec-
tion 1.4 for a numerical example). Another possibility is that groups compete by
directly eliminating each other, for example in the form of warfare (Bowles et al.,
2003; Choi and Bowles, 2007). In the case of human evolution it is argued that
these two different forms of competition at the level of groups are important (Kee-
ley, 1996). Telling apart the two mechanisms is important in understanding how
selection is working (van Veelen and Hopfensitz, 2007).

In the model that we will develop in section 3.4, selection for group-contingent
altruism stems from group competition as well as assortment. Group competition
can favor individuals who help group fellows and harm strangers, while assort-
ment favors such parochialists if limited dispersal allows them to disproportion-
ally interact with each other. We disentangle these two mechanisms in examining
the role of intergroup interactions in the evolution of helping behavior.

Recently, Choi and Bowles presented an agent-based simulation model that
addresses the coevolution of war and parochial altruism (Choi and Bowles, 2007).
Parochial altruism has a different meaning here than in our approach: namely,
willingness to sacrifice oneself in a conflict with other groups. Evolution in their
model is driven by conflicts between groups and conflict frequencies are made
endogenous by assuming that the likelihood of engaging in conflict depends on
the number of parochialists in a group. Group conflicts entail an explicit cost.
A recent paper by Lehmann and Feldman (2008) also examines how individ-
ual traits may coevolve with intergroup conflicts, and how the latter may have
reproduction-enhancing effects for different life-history features such as migra-
tion and group size, as well as for sex in diploid individuals. The focus of these
models is the evolution of hostility between groups. This fits the aim of providing
an evolutionary explanation of warfare. Instead, we aim to explain the evolution
of group-contingent altruism.

We study the evolution of parochial traits by formalizing strategic interac-
tions between individuals from different groups in a social dilemma game. The
model includes two ingredients: assortative group formation and conflict between
groups. Interactions resemble the experimental set-up of Bernhard, Fehr and Fis-
chbacher, in which matching occurs with members of the own and other groups
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(Bernhard et al., 2006a,b). Our model of the evolution of group-contingent altru-
ism, in particular with variation in the importance of contacts with members of
other groups, allows for empirical application to the evolution of early humans,
who may have had few or many intergroup contacts.

We first examine whether parochial behavior can arise in unstructured large
populations. Next, we consider group conflict and assess the odds for a entrant
parochial strategy to take over an egoist population. The interaction of discrimi-
nation, conflict and assortment is examined in detail by simulating a Moran pro-
cess following the model presented by Traulsen and Nowak (2006). We examine
three model versions, which emphasize different ingredients of the evolution of
parochial behavior.

3.2 Within-group selection is insufficient
Consider a prisoner’s dilemma (PD) game with strategies cooperate (C) and defect
(D), and standard payoffs for the first player: b − c for profile (C,C), −c for
(C,D), b for (D,C), and 0 for (D,D). As is common we set b > c. If players
are assumed to have the capacity to differentiate between ingroup and outgroup
members, and to condition their actions on who they interact with accordingly,
the simplest possible representation of a strategy is a two-dimensional vector. Its
components represent the strategies in response to encountering members of their
own and other groups, respectively. This modified PD has four strategies, as listed
in Table 3.1. The strategy space is given by S = {A,P, T, E}. Our choice of

Table 3.1: Strategies in the modified prisoner’s dilemma
Strategy In- and outgroup
Altruist (A) (C,C)
Parochialist (P) (C,D)
Traitor (T) (D,C)
Egoist (E) (D,D)

strategies allows for the theoretical possibility of traitorous behavior. This is an
automatic outcome of systematically matching discrimination and basic strategies
of cooperation and defection. Traitorous behavior is quickly wiped out in all the
model analyses presented in later sections. This is consistent with experimental
evidence, which does not reveal such behavior (Bernhard et al., 2006b; Hewstone
et al., 2002; Bernhard et al., 2006a).

Let us first consider the one-shot interaction game. Here Ain represents the
payoffs obtained if interaction takes place between members of the same group,
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and Aout the payoffs obtained if interaction takes place between members of dif-
ferent groups.

Ain =





b− c b− c −c −c

b− c b− c −c −c

b b 0 0
b b 0 0



Aout =





b− c −c b− c −c

b 0 b 0
b− c −c b− c −c

b 0 b 0





We define the payoff as the expected value resulting from interactions with
individuals from the same group (with probability α) and other groups (with prob-
ability 1 − α). This is a very implicit way of capturing population structure and
intergroup interaction, which simplifies the analysis. For α ∈ (0, 1), strategies
A,P and T are strictly dominated by E. This is a straightforward consequence of
b > c > 0. Hence, provided that all strategies are present in the initial population,
the only stable fixed point of the replicator dynamics is E, and we can conclude
that within-group selection leads to egoism.

It is not surprising that non-egoist strategies are wiped out here. The replica-
tor dynamics assumes a very large unstructured population, so the probability of
meeting any other strategy is independent of one’s strategy. This means that non-
random assortment is not possible. Moreover, there is no mechanism that makes
non-egoist strategies beneficial to cooperative individuals as well (Clutton-Brock,
2002). Other possible explanations of parochialism include kin selection and reci-
procity. As argued by Bernhard et al. (2006b), such individual selection models
are unable to explain discriminate altruism.

Instead, multilevel selection may explain parochialism. Group competition
can foster parochial preferences while at the same time render indiscriminate al-
truism or egoism maladaptive. Quantitative analysis of the relationship between
multilevel selection and parochial traits requires an explicit description of indi-
vidual intergroup encounters. This covers the inclusion of occasional encounters
between individuals of distinct groups, discriminate behavior towards outgroup
members, and conflict between groups.

3.3 The origin of discriminate strategies
We take as a starting point that altruistic traits originate from a random mutation
in a world of egoists. It is not evident whether it is easier for a single altruist
to take over a population of egoists, or for a single parochialist to take over a
population of egoists. To shed some light on this issue, we analyze the stability of
egoism in the face of altruist and parochial entrants. We asses the probability that
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a group with an altruist or parochialist entrant will be victorious in group conflict.1
Consider the social dilemma game given by matrix A, for b > c > 0.

A =

�
b− c −c

b 0

�

This is a PD game with strategies cooperate (C) and defect (D). Discrimina-
tory behavior yields the extended strategy space presented in Table 3.1 in Section
3.2. We study a finite population of m groups, each consisting of n individuals.
Individuals are randomly matched to play the game, even though the matching
probabilities are not uniform. With probability α, a pair is chosen from the same
group. Inside groups, strategies reproduce in proportion to the payoff obtained
in the game, following a Moran process. This means that in each time-step, one
individual from the population is chosen for reproduction, proportional to fitness.
A copy of this individual is added to the same group to which the parent belongs.
If the population size has reached its (exogenously determined) limit, one individ-
ual is uniformly chosen to die so that population is kept within bounds. Sampling
is done with replacement, that means that the same individual could be chosen
for reproduction and death. The Moran process represents the simplest possible
stochastic model to study selection in a finite population (Nowak, 2006a).

After reproduction has taken place, a number of groups from the population
probabilistically engage in conflict. More specifically, κ determines the average
frequency of groups involved in conflict, at every generation. If κ is 0.5, on aver-
age half of the groups will take part in a conflict. The group whose sum of fitness
values over individuals is larger wins the conflict (Bowles et al., 2003). The los-
ing group disappears, and its place is taken over by a copy of the winning group.
Note that while the occurrence of conflict is probabilistic, winning is determinis-
tic. In Section 3.4, where we use computer simulations, we will relax the latter
assumption and examine the consequences of probabilistic winning.

3.3.1 Indiscriminate altruism
Consider first the case of indiscriminate strategies, that is, egoism and altruism.
There is one single altruist in group 1. All other groups j = 2, ...,m consist
entirely of egoists. We assume that every individual interacts once. If group 1
goes to conflict, the outcome of the confrontation is completely determined by
who the single entrant altruist interacted with. With probability α she interacted
with an ingroup member and the conflict is won, and with probability 1 − α she
interacted with an outgroup member, in which case the conflict is lost. To see this,

1 Section A in the supplementary web material presents analytical derivations of group per-
formance based on expected total payoff.
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note that if the single altruist helps an ingroup member the total payoff of group
1 is G1 = b − c, where the benefit b accrues to the ingroup egoist, and the cost c
to the single altruist. The total payoff of other groups is zero in this case. Hence,
conflict is won by group 1. On the other hand, if the entrant altruist helped an
outgroup individual, the total payoff of group 1 is G1 = −c, given the cost felt by
the mutant altruist. The total payoff of one of the egoist groups will be b, while
the remaining groups will have a total payoff of zero. Therefore group 1 loses any
conflict. If group 1 is involved in conflict, it will win with a probability equal to
α, or:

PA(winning|being in conflict) = α (3.1)

The main insight is that a group with altruists does not necessarily outperform
groups consisting entirely of egoists. Winning depends on whether or not altruists
are matched with ingroup members. Entrant altruists are more likely to invade a
population of egoists when group conflict is frequent and interactions with out-
group members are rare.

3.3.2 Discriminate strategies
Assume a single parochialist in group 1, and the rest of the population being made
up of egoists. The single parochialist will only help another individual if interac-
tion occurs inside the group. In this case, the total payoff of group 1 is G1 = b−c,
where the benefit b accrues to the ingroup egoist, and the cost c to the single
parochialist. When more parochialists are added to group 1, the performance of
this group increases. The total payoff of groups other than 1 is zero, so conflict
is won by group 1. On the other hand, if the single parochialist interacts with
an outgroup member, the total payoff of all groups will be zero. In this case, we
assume that conflicting groups win with equal probability. The probability that
group 1 wins a conflict, conditional of being in a conflict, is then:

PP (winning|being in conflict) = α +
1

2
(1− α) (3.2)

which is strictly larger than α, the probability that a group with a single altruist
wins a conflict. The only possibility for group 1 to lose a conflict is that the single
entrant parochialist interacts with an outgroup member, in which case its group
looses the conflict with probability 0.5.

The other discriminate strategy that has to be considered is treason. Using a
similar reasoning as above, it is easy to see that with group conflict, traitorous be-
havior is always maladaptive when surrounded by egoism. Traitors will disappear
as they make their groups lose conflicts, because their help is limited to outgroup
members.
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Concluding, parochialism in the form of discriminatory altruism means that
help will not be wasted on outgroup members, so that groups of parochialists will
spread. Traitors are not relevant since they are maladaptive and likely to vanish
along with their group.

Selection for discriminate and indiscriminate helping behavior may also re-
sult from assortative interactions. This happens when interactions among altruist
or parochialist entrants occur more frequently than interactions by them with in-
cumbent egoists. Parochial individuals who happen to be in groups with more
parochialists leave more offspring than those in groups of uncooperative individ-
uals. This issue has been dealt with in the literature (e.g Eshel and Cavalli-Sforza,
1982; Bergstrom, 2003).

3.4 Dynamics of multilevel selection
The analysis in Section 3.3 allows one to see how discriminate strategies can arise
from small mutations in homogeneous populations when group conflict drives se-
lection, but it does not capture the interaction between within-group and between-
group selection. To study this problem we introduce a stochastic model with
within- and between-group selection. We will study a dynamic model in discrete
time, where each time-step represents an evolving generation.

3.4.1 An extended model
Traulsen and Nowak (2006) formulated a model for the evolution of cooperation
by multilevel selection. This model considers finite groups that split when reach-
ing a certain threshold size. A splitting group generates two daughter groups that
take over the places of the parent group and another group chosen at random. Suc-
cessful reproduction of individuals leads to larger groups that split more often, so
that higher level selection emerges from selection within groups. Individuals re-
produce according to a birth-death stochastic process. There are no mutations,
and in every generation only one individual has the chance to produce offspring.
The main conclusion from Traulsen and Nowak (2006) is that a single cooperative
entrant takes over an egoist population when the benefit-cost ratio underlying the
social dilemma game is above a threshold value. This threshold is proportional
to the splitting size, and inversely proportional to the number of groups. In other
words, the presence of many small groups favors cooperative behavior.

We take Traulsen and Nowak (2006) as a starting point and add three elements
to it: direct conflict between groups, individual intergroup encounters, and dis-
criminate strategies. Direct conflict makes our model different from those based
only on assortment (Lehmann et al., 2007). Intergroup encounters and discrim-
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ination allow for the evolution of the behavior described by Bernhard, Fehr and
Fischbacher (Bernhard et al., 2006b). We will present three model versions; one
in which evolution is driven by only assortment, one with direct conflict only, and
one with both of these mechanisms.

Consider a prisoner’s dilemma game with discrimination, as given by the game
matrices presented in Section 3.2. Matrix Ain determines the payoff if the en-
counter occurs between members of the same group. Matrix Aout determines the
payoff if the interaction occurs between members of different groups. Interactions
are pair-wise and matching is performed in such a way that everybody plays the
game at least once and on average twice. Following Traulsen and Nowak (2006),
the fitness is computed as a linear transformation of the payoffs:

fi = 1− w + wgi (3.3)

where gi is the payoff of the game. Values of b, c and w are chosen so that fi ≥ 0
and b > c > 0. The value of w determines the intensity of selection, which can
vary from 0 to 1. If w equals 1, we get full selection and fitness is completely
determined by pay-off. A smaller value of w means that the contribution of the
game to the fitness of individuals is smaller. We can also rewrite equation 3.3
as fi = 1 + w(gi − 1). This shows that the deviation from 1 in fitness depends
linearly from the deviation from 1 in pay-off. This also makes it easier to see that
0 < w <

1
1+c

< 1.

The resulting model can be summarized as follows:

1. Initialize a population of m groups of size n, all individuals but one are
egoists, while there is one entrant (either altruist or parochialist).

2. Evaluate the fitness of each individual in the population. See equation 3.3
in Section 3.4.1.

3. Perform individual reproduction by duplicating one selected individual. An
individual is selected for duplication with a probability equal to her fitness
divided by the sum of the fitness values of all individuals in the population.
The duplicated individual is added to the group of the parent with probabil-
ity 1− λ, or migrates to another group with probability λ.

4. Pairs of groups are selected for conflict. The value of κ determines the
average fraction of groups involved in conflict, in the following manner: a
list of conflicting groups is constructed using a series of Bernoulli trials with
success probability κ. After the m trials the number of selected groups may
be odd. In this case, a random group is added to the list with probability 0.5,
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or a random group from the list is taken out with probability 0.5. In a pair of
conflicting groups, the one having the highest sum of payoffs has a higher
chance of winning (depending on z, if z = 0 a higher sum means winning
for sure). The winner is duplicated, and replaces the losing group. If the
groups selected for conflict have the same sum of payoffs one is chosen
randomly to be the winner with probability 0.5.

5. If a group’s size is above n, it splits with probability q, and individuals
from the parent group are randomly assigned to two new daughter groups.
One of the new groups replaces the parent group, while the other replaces
a randomly chosen group. In the splitting procedure we take care that no
resulting group has less than two individuals. With probability 1 − q no
splitting occurs and a random individual is eliminated to keep the respective
group at size n

6. In the version without assortment, individuals go to a common pool and
then are randomly assigned to groups: the pool is a numbered list and the
shuffling consists of randomly reassigning the position of individuals in the
pool. The first n individuals in the pool then go to group 1, the next n to
group 2, and so on. At the end of the process all groups have the same size.

7. Stop if the population is homogenous, otherwise repeat from Step 2 on.

Modeling conflict (step 4 above) requires a number of specific choices. Differ-
ent approaches have been explored in the literature (Guzmán et al., 2007; Bowles
and Choi, 2003; Choi and Bowles, 2007). The conflict specification used here is
based on Bowles et al. (2003) and van Veelen and Hopfensitz (2007). In these
studies, groups at war are randomly picked, while the outcome is deterministic
(based on group payoff). The winner duplicates and the loser disappears. We use
a similar procedure, which allows for both probabilistic and deterministic conflict
outcomes. Let Gi and Gj be the total payoff of conflicting groups i and j. The
probability that grou i wins a conflict against group j is defined as:

P (Gi) =
G

1/z
i

G
1/z
i

+G
1/z
j

(3.4)

Function P is known, particularly in economics, as a contest success function.
Conflict then resembles a contest in which participants (in our case groups) exert
effort to increase their probability of winning a prize (Skaperdas, 1996). The spec-
ification means that the higher the total payoff of a group, the higher is the chance
of winning, and the group with the highest total payoff has the highest chance of
winning. When z tends to zero, small differences already guarantee winning. For
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z → 0 we approach the deterministic case in which the group with the highest
total payoff wins with probability 1 (as addressed in the previous section). If z
equals 1 the chance of winning is proportional to the difference in total payoff
between the groups. For z → ∞ winners are randomly chosen regardless of their
total payoff. In this case there is no selective pressure by means of group con-
flict. The larger z is, the more chance matters in determining who wins a conflict.
Figure 3.1 shows the chance that group i wins conflict as a function of Gi − Gj

for different values of z. For this graph we have set Gj = 10, but the qualitative
features shown in the graph are the same for any value of Gj .
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Figure 3.1: Probability of winning a conflict for different values of z

Two distinct mechanisms are at work in our model. The first one is assort-
ment, resulting from splitting and limited dispersal, which biases the probability
that altruists interact with each other. A possible interpretation of this mechanism
is kin selection (Lehmann et al., 2007) but other interpretations are feasible as
well. The second mechanism is direct conflict between groups, which aligns the
interests of members of the same group. Although interactions are pair-wise in
this model, conflict entails a collective action component, given that when one in-
dividual helps, the increased chances of winning a conflict are shared by all group
members. This conflict component has no link with kin selection (van Veelen
and Hopfensitz, 2007). The combination of these mechanisms makes our model
non-reducible to either assortment or kin selection interpretations. We are partic-
ularly interested in examining and comparing model versions in which the higher
level in multilevel selection emerges only from splitting and in which it is due to
intergroup conflict.
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3.4.2 Parameter values and model versions
Our model describes an absorbing Markov chain (MC) with a state space com-
posed of all possible population structures. Once the MC reaches a subset of
states characterized by homogeneous populations, there is no way it can leave this
subset. Given that there are no mutations, the chain is always absorbed into a pop-
ulation made up of the incumbent or the entrant strategy. The probability that the
chain is absorbed into a population that descends completely from the entrant is
known as the fixation probability. We use simulations to estimate such probabil-
ities under a range of conflict frequencies, splitting probabilities, migration rates,
and within-group interactions (parameters κ, q, λ and α).

Table 3.2 summarizes the explored ranges for the main parameters.

Table 3.2: Parameter values explored in the simulation model
Parameter Range (and default value)
Average frequency of groups in conflict (κ) 0.0 - 0.1 (0.025)
Splitting probability (q) 0 – 1 (0.01)
Group size (n) 5 – 20 (10)
Number of groups (m) 5 – 20 (10)
Benefit cost ration (b/c) 1.5 – 5 (2.0)
Steepness of winning probability curve (z) 0 – 1 (0.5)
Ingroup interaction frequency (α) 0 – 1 (0.8)
Migration rate (λ) 0 – 1 (0.0)

Note that for κ >> 0 there are many more offspring due to reproduction after
conflicts than due to reproduction by individuals being selected for duplication in
the Moran process. In this sense, within-group selection is very weak compared
with between-group selection when the conflict frequency is high. This is the
result of the assumption that at each generation only one individual can produce
offspring, whereas conflict entails that all individuals in a winning group can leave
offspring after a conflict event. For this reason, we keep the conflict frequency
close to zero.

It is easy to compute how many group conflicts an individual is involved in
during her average lifetime. Given that she is chosen to be replaced with probabil-
ity 1/mn every generation, the average number of generations an individual lives
is mn. The average number of conflicts in a lifetime is then κmn. For the largest
values of conflict frequency and population size this takes a value of 30, while for
the benchmark parameter values it equals 2.75. This range of values is consistent
with the documented high frequency of inter-tribe conflicts in pre-state societies
(Keeley, 1996).
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In line with Traulsen and Nowak (2006), we have kept the splitting probability
(q) small. Rare splitting implies that groups are almost always at their maximum
group size, n. Increasing q would favour selection for cooperation.

In the simulations we will compare the fixation probabilities of altruists and
parochialists. This provides clear information on how selection is affected by
discrimination. As a benchmark we will also use the fixation probability of a neu-
tral entrant. A neutral entrant is an individual that plays a strategy identical to
that of the incumbents, and therefore gets the same pay-off as them. In a finite
population, if we wait for long enough, the descendants of one particular individ-
ual will take over the entire population. If all individuals have the same fitness
then all individuals have the same chance to take over the population. Thus, the
fixation probability of a neutral entrant is therefore 1/mn (a formal proof can be
found in Nowak, 2006a, page 96). We can therefore say that selection is favouring
parochialists (or altruists) if the fixation probability of a parochialist (or altruist)
entrant is above 1/mn. Bearing the respective trait is increasing selection in as
much as the fixation probability of the entrant is above one over the population
size.

Also in line with Traulsen and Nowak (2006) the intensity of selection w is
set to 0.1. Choosing a low value of w has the advantage that a comparison of the
fixation probability of an entrant parochialist or altruist with the fixation proba-
bility of a neutral entrant is meaningful and insightful. Note that for w >> 0,
fixation of a helping individual in a single uncooperative group will hardly ever
happen, whereas a group of defectors will hardly ever take over a population of
cooperative groups. This means that for w >> 0, both, the fixation probability of
a cooperator and the fixation probability of a defector will be much smaller than
1/mn, thus, comparison with the fixation probability of a neutral entrant becomes
meaningless (Traulsen et al., 2008).

If the advantage for discrimination is large, we would expect the fixation prob-
ability of parochialists to pass the 1/mn threshold more quickly. In addition, we
omit traitor strategies from the analysis. As discussed already in Section 3, and
as can easily be shown numerically as well, traitorous behavior is selected against
within and between groups. While a model in which successful groups split, and
larger groups win conflicts, is realistic, these two elements add up to a degree of
complexity which makes it hard to disentangle the forces of selection, and to com-
pare our results with the existing literature. We have thus two models of multilevel
selection: one in which successful groups split, so that assortment is the driving
force of selection (Traulsen and Nowak, 2006; Lehmann et al., 2007), and one in
which conflict and assortment interact to determine between-group selection. We
set a positive conflict frequency if splitting is zero, and a positive splitting proba-
bility if there is no conflict. In addition, a version of the conflict model in which
groups are randomly shuffled every generation is used to run simulations with the
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aim to examine evolution when the only driving force is group conflict.

3.5 Simulation results

3.5.1 Results for assortment only
We will first analyze a model without conflict, in which selection is driven by as-
sortment only. Selection at the level of groups emerges from fast-growing groups
splitting and taking over less successful groups. A differential advantage for
groups occurs when helping individuals (discriminate or indiscriminate) assort,
that is, when they are in the same groups. Intergroup interactions are harmful for
altruists, but discrimination offers a chance for cooperative individuals to with-
stand the effects of interacting with outsiders. Figures 3.2 to 3.5 show the fixation
probabilities of entrant altruists and parochialists, as a function of different param-
eters. The green and red curves correspond to fixation probabilities of an entrant
altruist and parochialist, respectively. The horizontal black lines mark the fixation
probability of a neutral mutant and can be regarded as a selection threshold. If the
fixation probability of a strategy is above the black line, this strategy is favored by
selection (Traulsen and Nowak, 2006).

Figure 3.2 shows the effect of varying the benefit-cost ratio. Discriminate
and indiscriminate helping increase when b/c is higher, because helping behavior
is cheaper. Parochialists are favored by selection at a smaller benefit-cost ratio
than that required for altruists to be selected. This difference in benefit-cost ratios
accounts for the edge that parochialists have over altruists, due to the former not
being exploited when meeting outsiders.

Figure 3.3 shows the effect of different positive migration rates. Migration
disrupts assortment by diminishing the chance that similar individuals interact.
Thus, larger migration rates require a higher b/c ratio for helping to be selected.
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Figure 3.2: Fixation probability as a function of b/c (n = 10,m = 10, q =
0.01,α = 0.8)
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Figure 3.3: Fixation probability as a function of λ for different b/c values (b/c =
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Figure 3.4 shows the effect of changes in group size –3.4(a)– and number of
groups –3.4(b). Increasing group size makes invasion of cooperative entrants less
likely, but discrimination allows parochialists to be favored by selection in larger
groups. Increasing the number of groups diminishes the chances that entrants
will invade. However, the presence of more groups causes the selection thresh-
old to decrease faster than the fixation probabilities of entrants. This means that
increasing m favors discriminate and indiscriminate cooperation, but parochial-
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ists are favored by selection for smaller values of m. A small n and a large m

imply that cooperation is selected. This is in agreement with the results reported
by Traulsen and Nowak (2006). Figure 3.5 shows the effect of changes in the
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(a) Changes in group size n (m = 10).
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(b) Changes in number of groups m (n = 10)

Figure 3.4: Fixation probability as a function of group size n and number of
groups m (b/c = 2,α = 0.8, q = 0.01)

frequency of interactions with members of other groups. The fixation probabil-
ity of altruists reaches a maximum when all interactions take place inside groups
(α = 1). Without outsiders to discriminate, parochial altruism has no advantage
over indiscriminate altruism. On the other hand, for α equal to zero, ingroup in-
teractions are absent, which gives an edge to parochialists since altruists no longer
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gain from being in groups with other altruists. For α = 0, the fixation probability
of parochialists equals that of a neutral entrant, as then both egoists and parochial-
ists always defect, resulting in equal fitness values. The ability of parochialists to
switch to defection when interacting with outgroups makes their fixation proba-
bility to be unaffected by the frequency of intergroup encounters.
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Figure 3.5: Fixation probability as a function of α (b/c = 2, n = 10,m = 10, q =
0.01).

3.5.2 Results for group conflict, with and without assortment
Next we consider a model in which selection is driven by conflict between groups
and assortment. Altruists and parochialists are likely to be selected for if the
frequency of intergroup conflicts is sufficiently high. Since groups stick together,
there is limited dispersal, which causes assortment to also play a role in selection.
That is, cooperative individuals will tend to interact disproportionally with others
of their own type. The effect of assortative interactions can be switched off by
reshuffling the groups at every generation. In this manner there is no assortment,
so that selection is driven by conflict only. Shuffling allows us to inspect how
much of selection comes about by the mutualism induced by group conflict, and
how much comes from individuals assorting in groups with limited dispersal.

Figures 3.6 to 3.11 show the fixation probability of entrant altruists and en-
trant parochialists as a function of different parameters. Selection is driven by
group conflict and assortment (continuous lines), or by group conflict alone (bro-
ken lines).
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In figure 3.6 we see that altruism evolves easily when assortment and conflict
act together. Taking out the effect of assortment decreases cooperation. However,
conflict alone can select for helping without assortment if cooperation is cheap
enough. The difference between the b/c ratios at which parochialism and altruism
are selected reflects the edge that discrimination gives to parochialists. Note that if
we would include a cost for discrimination, parochialism would be selected for as
long as the difference between the benefit-cost ratios of parochialists and altruists
would compensate for the cost of discrimination borne by parochialists.
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Figure 3.6: Fixation probability as a function of b/c (n = 10,m = 10,κ =
0.025, z = 0.5). Note: broken lines – conflict only; continuous lines – conflict
and assortment.
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Figure 3.7 shows the effect of different positive migration rates. As in the case
of only assortment, larger migration rates require a higher b/c ratio for helping to
be selected. However, the probability of fixation decreases more slowly than in
the case where only assortment plays a role; with positive migration rates fixation
probabilities are larger when conflict is included. Since migration disrupts assort-
ment, in the case of only conflict there is no effect of positive migration rates;
this makes sense since groups are re-shuffled every generation and migration is
therefore rendered meaningless since individuals occupy different groups every
generation.
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Figure 3.7: Fixation probability as a function of δ for differentb/c values (b/c =
10 contiuous lines, b/c = 5 dashed lines, b/c = 2 dotted lines; n = 10,m =
10, q = 0.01,α = 0.8)

Figure 3.8 shows the effect of group size – 3.8(a) – and number of groups–
3.8(b). Discrimination allows for cooperation to be sustained in larger groups
than those in which indiscriminate altruism is selected for. On the other hand,
more groups favor discriminate and indiscriminate cooperation, but discrimination
allows for helping to be selected for in populations with fewer groups. Similar
patterns, at lower fixation probabilities, appear when shuffling undercuts the effect
of assortment. Figure 3.9 shows the effect of the frequency of interactions inside
the group. On the left side – 3.9(a) – we set the steepness of the conflict outcome
probability (z) to 0.5. On the right side – 3.9(b) – z is set to 0.1 so that chance
plays a smaller role in deciding conflict outcomes.

For α = 1, when all interactions take place inside groups, there are no differ-
ences between the fixation probabilities of altruists and parochialists. On the other
hand, for α = 0, indiscriminate cooperators almost never attain fixation. This
makes sense, as assorted cooperators interact all the time with outgroup defectors.
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(a) Changes in group size n (m = 10).
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(b) Changes in number of groups m (n = 10)

Figure 3.8: Fixation probability as a function of group size n and number of
groups m (b/c = 2,α = 0.8,κ = 0.025). Note: broken lines – conflict only;
continuous lines – conflict and assortment.

Discriminate cooperators always defect for α = 0 so their fixation probability
equals that of a neutral entrant. These observations at the upper and lower bounds
of α hold for both the model with assortment (continuous lines) and the model
without assortment (broken lines), regardless of the value of z. The results for
intermediate values of α vary considerably when including or excluding assort-
ment, and depend on the values of z as well. Let us first analyze the assortative
version (continuous lines). The fixation probability of parochialists remains rather
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(a) z = 0.5
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(b) z = 0.1

Figure 3.9: Fixation probability as a function of α (n = 10,m = 10,κ = 0.025).
Note: broken lines – conflict only; continuous lines – conflict and assortment.

constant for all values of α, when chance plays a large role in deciding who wins
a conflict (left side of the figure). On the right side, when z equals 0.1, the fixation
probability of parochialist individuals increases sharply. Fewer interactions with
outsiders (larger α), increases the fixation probability of altruists. However, if z is
small, this only happens beyond a certain critical value of α, namely 0.4 in figure
3.9(b).

In the non-assortative version (broken curves), where only conflict matters, al-
truistic behavior has a very small chance of fixation for all values of α if z is high.
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Provided that chance plays a small role in deciding conflicts (z = 0.1) altruists
can be selected for if interactions with outsiders are uncommon. Parochialists,
on the other hand, are harmed by more interactions inside the group when z is
high. Shuffling at every generation makes ingroup fellows random, with the re-
sult that the fixation probability for parochialist entrants decreases because small
differences in the outcomes of conflict translate into small probabilities of win-
ning conflict. However, if z is small, parochialists are favored by selection at any
frequency of ingroup interaction α.

Figure 3.10 shows the effect of different values of κ, the frequency of groups in
conflict, and z, the steepness of the contest function that determines the probability
of winning a group conflict. On the left side – 3.10(a)– for z equal to 0.5, differ-
ences in total group payoff matter more than on the right side – 3.10(b)– where
a small difference in total payoff causes a larger difference in the probability of
winning. Increasing the conflict frequency favors helping. The gain obtained by
cooperators is evidently larger for a smaller z. The differences in fixation between
altruists and parochialists are maximized when only conflict drives selection. As
is shown also in Figure 3.11, the value of z is very important in determining the
effectiveness of conflict: fixation of cooperators attains the highest level when z

is close to 0. Increasing z rapidly diminishes selection for helping, as well as the
differences between selection for altruists and parochialists. As explained in the
lifecycle description (Section 3.4.1), z determines the role of chance in a group
conflict. For deterministic conflict (z → 0) the advantage of discrimination is
maximized, since the difference between altruists and parochialists is the largest.
This difference decreases when z >> 0 and chance matters more.

3.6 Conclusions
This chapter has studied the evolution of discriminatory strategies in a prisoner’s
dilemma game. We considered the interaction between four strategies, namely
egoists, altruists, parochialists and traitors. It was first argued that selection in
a large unstructured population cannot explain the evolution of parochial altru-
ism. Next, we analyzed the stability of egoists against altruist and parochialist
entrants. The main result here is that egoist groups with parochialist entrants are
more likely to win conflicts against purely egoist groups than egoists groups with
altruist entrants.

We developed a computational model with selection occurring at the levels of
groups and individuals. We included discriminate strategies, intergroup interac-
tions and conflict. We first studied a model version in which conflict is absent
so that selection is exclusively driven by assortment. In a second model version
selection is driven by group conflict and assortment. In a third model version,
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(a) z = 0.5.
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(b) z = 0.1

Figure 3.10: Fixation probability as a function of κ and z (n = 10,m = 10, b/c =
2). Note: broken lines – conflict only; continuous lines – conflict and assortment.

groups are reshuffled every generation so that there is no assortment, and selec-
tion is exclusively driven by conflict.

Intergroup interactions harm the evolution of cooperation. Since early humans
may have had few or many intergroup contacts, the ability to discriminate individ-
uals from other groups is a possible mechanism that would allow cooperators to
sustain cooperation inside their groups. This may explain some of the parochial
features reported in human altruism.

Fixation probabilities in the conflict model are higher than those obtained in
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Figure 3.11: Fixation probability as a function of z (n = 10,m = 10,κ =
0.025, b/c = 2). Note: broken lines – conflict only; continuous lines – conflict
and assortment.

the assortment model. This holds for the most conservative comparison, when
fixation in the splitting model is at its highest (by setting q = 1) and conflict is
rare (κ → 0). While qualitatively the two models give rise to the same patterns,
the main difference is that the process of group conflict apparently always creates
more intense competition between groups. In the group conflict scenario, differ-
ences in total group payoff are more of a determinant in deciding which groups
proliferate and which groups die out.

Discrimination allows cooperation inside groups to be maintained when in-
dividuals interact regularly with outsiders. Group conflict as well as assortment
select for parochial behavior. Selection for such behavior is strongest when the
two selection mechanisms are both present, migration is low, and chance has a
small influence on winning a conflict.
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Appendix 3.A Impact of entrants on group perfor-
mance

Here we examine expected group performance in predominantly egoist popula-
tions with small numbers of altruists and parochialists. Let πi(j, nk) denote the
expected payoff of strategy i in group j when there are nk entrants in group 1,
and the rest of the population is completely made up of egoists. We assume that
groups with higher aggregate payoff will win conflicts. G

j

i
(nk) denotes the sum

of the expected payoffs of individuals in group i, given nk j-entrants in group 1.
In our analysis, k equals a for altruist entrants, and p for parochialist entrants.

3.A.1 Indiscriminate altruism
Consider an altruist entrant, placed in group 1, in a incumbent egoist popula-
tion.The expected payoff of the altruist in the first group is πa(1, 1) = −c, It will
always be exploited by ingroup and outgroup members alike. For egoists in the
first group the expected payoff is πe(1, 1) = α

1
n−1b, that is, the chance that they

are paired with the single altruist in their group times the benefit that this altru-
ist would bestow on them. Within groups, altruism is never selected for, since
πa(1, 1) is always strictly smaller than πe(1, 1) for positive c,α, b and n. The fit-
ness of egoists in groups made entirely of egoists is the probability that an egoist
in a group of egoists is paired with the single altruist in the whole population times
the benefit that the latter would bestow on the former – note that interaction with
other egoists from its own or other groups will lead to a zero benefit. Therefore,
πe(j �= 1, 1) = (1 − α) 1

(m−1)nb. The total expected payoff of the group with the
entrant altruist is

G
a

1(1) = (n− 1)πe(1, 1) + πa(1, 1) = αb− c; (3.5)

The total expected payoff of egoist groups is

G
a

j �=1(1) = nπ(j, e) =
1− α

m− 1
b. (3.6)

Let us compute fitness values for an arbitrary number of altruistic entrants na:

πa(1, na) = α

�
(na − 1)(b− c)

n− 1
− c(n− na)

n− 1

�
+ (1− α)(−c); (3.7)

πe(1, na) = αb
na

n− 1
. (3.8)

It is easy to verify that πa(1, na) is always below πe(1, na) for b, n, c > 0, and
for any number of entrants na < n . In other words, indiscriminate altruism is
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never selected for at the individual level, regardless of how many entrant altruists
invade a single group. For the group performance measure we now have Ga

1(na) =
naπa(1, na) + (n− na)πe(1, na), and G

a

j �=1(na) = nπe(j �= 1, na), where πe(j �=
1, na) = (1− α) 1

(m−1)
na
n
b. Thus:

G
a

1(na) = na

�
α

�
(na − 1)(b− c)

n− 1
− c(n− na)

n− 1

�
− c(1− α)

�
+(n−na)

αbna

n

= na(αb− c) = naG
a

1(1). (3.9)

For groups of egoists we have:

G
a

j �=1(na) = na(1− α)
b

(m− 1)
= naG

a

j �=1(1). (3.10)

Since the performance measures of groups grow linearly with na, a change in
the number of entrant altruists does not affect inequalities involving group perfor-
mance measures. Concluding, the more altruist in a group, the better the perfor-
mance of the group will be.

3.A.2 Discriminate strategies
The expected payoff of this parochialist is πp(1, 1) = −αc, since it will be ex-
ploited only by ingroup fellows. For egoists in the first group the expected payoff
is πe(1, 1) = α

1
n−1b. The expected payoff of the parochialist is always smaller

than that of a fellow egoist, so that parochialism is not selected for inside groups.
Note, however, that the fitness loss of a parochialist is less than the one felt by an
altruist, since it is reduced by α. In other words, discrimination avoids wasting
help on members of other groups. How does a group with a single parochialist
fare in group competition with groups consisting entirely of egoists?

G
p

1(1) = (n− 1)πe(1, 1) + πp(1, 1) = α(b− c); (3.11)

G
p

j �=1(1) = 0, (3.12)

Let us further examine the case for an arbitrary number of entrants np in a a single
group.

πp(1, np) = α

�
(b− c)(np − 1)

n− 1
− c(n− np)

n− 1

�
; (3.13)

πe(1, np) = α
np

n− 1
b. (3.14)
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Parochialism is not adaptive here, since πp(1, np) is always less than πe(1, np)
for positive b and c. An entrant parochialist, however, does better than a entrant
altruist. For the case of group conflict or competition we have:

G
p

1(np) = npπp(1, np) + (n− np)πe(1, np) = npG
p

1(1). (3.15)

Given that Gp

j �=1(np) = 0, and G
p

1(1) > 0 for reasonable group sizes, increasing
the number of parochialists in the group 1, proportionally increases total group
payoff.

Appendix 3.B Computational model: estimation pro-
cedure

For the simulations, given the initial population and exogenous parameters, our
sample space can be defined as S = {1, 2}, where 1 represents the event that the
chain is absorbed by a population of altruists (or parochialists), 2 by a population
of egoists. We can define Bernoulli random variables associated with each one of
these events as follows:

Xi =

�
1 if event i occurs,
0 otherwise.

For l realizations of the algorithm, and an event i ∈ S, X i =
�

l

j=1
X

j
i
l

is an
estimator of the absorption probability for event i ∈ S. Since these variables are
Bernoulli trials, we can estimate the required number of realizations l, to satisfy
a predetermined minimum target standard deviation(Ross, 2001). In all the simu-
lations that we have reported the target standard deviation ranges from 0.0005 to
0.001.



Chapter 4

In and out of equilibrium: evolution
of cooperation in repeated games∗

4.1 Introduction: joy in repetition
Repeating a game generally opens up a variety of possibilities for equilibrium be-
haviour that the one-shot version does not possess. Repeated games therefore have
been studied extensively; see for instance Friedman (1971),Rubinstein (1979,
1980), Fudenberg and Maskin (1986), Abreu (1988) and van Damme (1989). The
standard example under study is the prisoners dilemma, where the Nash equilib-
rium in the one-shot game is not Pareto-efficient and where repetition offers a
possible escape from inefficiency. An interesting and natural follow up question
is if evolution found an escape route too, and if it did, if it is the same escape route
as the one that game theorists found. Again the literature is quite substantial,
with for instance Axelrod and Hamilton (1981), Boyd and Lorberbaum (1987),
Farrell and Ware (1989), Fudenberg and Maskin (1990), Binmore and Samuelson
(1992, 1997),Bendor and Swistak (1995, 1997, 1998), Lorberbaum et al. (2002)
and Imhof et al. (2005). The main problem these papers face is that in general
there is no evolutionarily stable strategy in repeated games, while evolutionary
stability is the main tool from the evolutionary game theory toolbox (see Weibull
1997).

This chapter examines how unfortunate that is. We begin by showing that
there are no finite mixtures of strategies that are evolutionarily stable. One way of
dealing with such a negative result is to try out less demanding solution concepts

* This chapter is co-authored with M. van Veelen. The point of departure is a theorem
in chapter 6 of van Veelen’s PhD thesis that shows that no equilibrium in a repeated prisoners
dilemma is robust against indirect invasions. This chapter extends the static theoretical analysis
with a dynamic simulation model that shows that equilibria are in fact unstable. Garcı́a and Van
Veelen jointly developed the idea for this model and the particularly complex data analysis.
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in order to overcome non-existence. Although positive results have been achieved
with this approach (see for instance Bendor and Swistak 1995, 1997, 1998; and
in slightly different settings, by Fudenberg and Maskin 1990, and Binmore and
Samuelson 1992, 1997), there is a fundamental instability of all equilibria in in-
teresting, non-trivial repeated games. No equilibrium is robust against indirect
invasions (van Veelen, 2004, 2010). In other words, any equilibrium can be upset
by an at first harmless mutant, which serves as a stepping stone, or a springboard,
for the invasion of a second mutant. We will see that for repeated games such
stepping stone paths out of equilibrium generally exist, both in the direction of
more and less cooperation. This means that there is no population state that, once
reached, cannot be overturned by a succession of mutants.

The proof of this result is by construction of one such path out of equilibrium
with increasing cooperation and one with decreasing cooperation (van Veelen,
2004). We do however also show that the whole, unrestricted strategy space for
repeated games with discounting is very large; it is uncountably infinite. Therefore
one could wonder whether the existence of one or two stepping stone paths out of
equilibrium really is a problem one should worry about. We do however suspect
that there are many similar ways out of equilibrium, and in order to show that
these stepping stone paths are indeed important for the dynamics, we ran simula-
tions. We find that the population finds itself in equilibrium most of the time, with
regular transitions from equilibrium to equilibrium that do indeed follow these
stepping stone paths, both with rising and with declining levels of cooperation.

There are a few conclusions to be drawn from these findings. The first is that
we should be aware that for the repeated games we tend to look at when we study
cooperation with repeated interactions, instability is just as important to focus on
as stability. That does not imply that we cannot say anything about what kind of
strategies we can expect to find if we look at a repeated game being played in a
population where strategies are subject to mutation and selection. Quite the con-
trary; we will see below that even though nothing is as stable as we would hope
for, the transitions typically share some characteristics that imply that on average
– the average also being taken over time – we can expect strategies to be somewhat
nice as well as somewhat reciprocal. Exactly how nice and how reciprocal we can
expect strategies to be on average depends on the assumptions concerning muta-
tion probabilities. Along with the simulations we therefore developed measures
for reciprocity and cooperativeness of strategies.

As restrictions on the strategy space are just a special case of a choice for
mutation probabilities and a starting point, this embraces questions one could have
about the development of the literature too. The central theorem also implies that
if a restricted strategy space is used in the analysis of evolution of strategies in
repeated games, and if we then do find an ESS, then one can always extend the
strategy space so that this strategy is no longer an ESS and in fact not even robust
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against indirect invasions. So rather than drawing conclusions from settings with
a restricted strategy space, it is more important to think of assumptions concerning
mutation probabilities as essential.

4.2 No ESS
The literature concerning evolutionary stability and repeated games can at first
sight be a bit confusing. The reason, as Bendor and Swistak (1995) show, is that
different authors have used different definitions of evolutionary stability. They
also convincingly argue that Maynard Smith and Price’s (1973) definition of an
evolutionarily stable strategy (ESS), and perhaps a weaker version, that Smith
calls a neutrally stable strategy (NSS), are dynamically the most interesting and
meaningful ones. We will therefore adopt the more standard definition of an evo-
lutionarily stable strategy. Here S is a space of pure strategies for the repeated
game and Π : S × S → R is the payoff function, where Π (S, T ) is the payoff
of a player playing strategy S against a player playing strategy T . The payoff of
the opponent T in this encounter is given by Π (T, S), thereby assuming that the
game is symmetric.

The pure strategy version of the definition - [2] in Bendor and Swistak (1995)
– is as follows.

Definition 1 (Pure ESS) A strategy S ∈ S is evolutionarily stable if both
Π (S, S) ≥ Π (T, S) for all T and

if Π (S, S) = Π (T, S) then Π (S, T ) > Π (T, T ) for all T �= S

As the standard definition of an ESS also allows for mixed strategies, we
would like to do the same here. We therefore equate mixed strategies with prob-
ability distributions over the pure strategy space. Section 4.3 and Appendix 4.A
show how S can be endowed with a metric to make it a separable metric space.
Strategies P and Q will then be a probability measures on (SB) with Borel σ-field
B.

Definition 2 (Mixed ESS) A strategy P is evolutionarily stable if both
Π (P, P ) ≥ Π (Q,P ) for all Q and
if Π (P, P ) = Π (Q,P ) then Π (P,Q) > Π (Q,Q) for all Q �= P

Using definition 1, Selten and Hammerstein (1984) argue that every pure
strategy in every non-trivial repeated game has neutral mutants (where a triv-
ial game would be one in which the stage game has a singleton strategy set).
The reason is that for every strategy S playing against itself, there is always
an off-equilibrium path. On the off-equilibrium path a strategy can be changed
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without consequences for payoffs. This creates a mutant strategy T for which
Π (T, S) = Π (S, S) = Π (T, T ) = Π (S, T ) and hence no strategy S can be ESS.

The following theorem states that finite mixtures of strategies can also not be
evolutionarily stable. Phrased in terms of Definition 2, we claim that no strategy
P can be ESS if P is a probability distribution that puts probability 1 on a finite
number of strategies. The proof is a simple generalization of Selten and Hammer-
stein ’s argument; in a finite mixture there is only a finite number of equilibrium
paths and hence there is always an infinite number of off-equilibrium paths left
on which behaviour can be changed without affecting payoffs. Note that Farrell
and Ware (1989) make the same claim – and prove it – but they use a different
definition of evolutionary stability. Furthermore we will focus on games with dis-
counting, but the theorem below holds for undiscounted, infinitely repeated games
too.

Theorem 3 In a non-trivial repeated game there is no finite mixture of strategies
that is evolutionarily stable

The proof of theorem 3 can be found in van Veelen (2004) and Garcia and van
Veelen (2010).

One reaction to a non-existence result like this is to be less demanding.Bendor
and Swistak (1995, 1997, 1998) did this and chose to look at strategies that satisfy
a weaker condition. This condition equals Definition 1, but then with all inequal-
ities non-strict. They chose to name strategies that satisfy this relaxed condition
evolutionarily stable too, but for the sake of clarity, following Smith (1982) and
Weibull (1997), we term such strategies neutrally stable (NSS).

Definition 4 (Mixed NSS) A strategy P is neutrally stable if both
Π (P, P ) ≥ Π (Q,P ) for all Q and if

Π (P, P ) = Π (Q,P ) then Π (P,Q) ≥ Π (Q,Q)

While there is no ESS, Bendor and Swistak (1995, 1997, 1998) do find an
abundance of (pure) NSS’es. They also find that nice and retaliatory strategies
have larger basins of ‘non-repulsion’.1

1In a finite automata setting with complexity costs and lexicographic preferences Binmore and
Samuelson (1992, 1997) relax the requirement of an ESS to a MESS. The MESS concept modifies
the idea of a neutrally stable strategy by favouring a simple strategy over a more complex strategy
when both yield the same pay-off. Their results are also in favour of cooperation.
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4.3 Stepping stones in either direction

4.3.1 Pure strategies
The fact that there is no ESS does by itself not make neutral stability a more
stable concept. It therefore seems worth trying to find out exactly how stable
or unstable those NSS’es in the repeated prisoners dilemma are. Since the only
difference between the definitions of an ESS and an NSS is that the latter allows
for invasions by neutral mutants, the question then becomes how much harm these
neutral mutants entail.

In van Veelen (2010) the concept of robustness against indirect invasions is
introduced. For a strategy to be robust against indirect invasions (RAII) it must
not only be a NSS, but there must also not be a sequence of neutral mutants that
opens the door for each other, one after another, until some mutant strategy has an
actual selective advantage. We reproduce the definition below. As a preparation,
three sets are defined for any strategy P : the set of (evolutionary) worse, better
and equal performers against P .

SW (P ) =
{Q | π (Q,P ) < π (P, P ) or ( π (Q,P ) = π (P, P ) and π (Q,Q) < π (P,Q))}

SB (P ) =
{Q | π (Q,P ) > π (P, P ) or ( π (Q,P ) = π (P, P ) and π (Q,Q) > π (P,Q))}

SE (P ) = {Q | π (Q,P ) = π (P, P ) and π (Q,Q) = π (P,Q)}

The last two sets help defining robustness against indirect invasions.

Definition 5 A strategy P is robust against indirect invasions (RAII) if

1) SB (P ) = ∅ and

2) A sequence Q1
, ..., Q

n
, n ≥ 2, such that






Q
1 ∈ SE (P )

Q
i ∈ SE (Qi−1) , 2 ≤ i ≤ n− 1

Q
n ∈ SB (Qn−1)

does not exist.

If we think for example of the strategy Tit-for-tat, then it is clear that coop-
eration’s worst enemy is not AllD, but a succession of first AllC and then AllD.
Tit-for-tat can easily resist an invasion of AllD, but not of AllC, which is a neu-
tral mutant of Tit-for-tat. If AllC attains a high enough share of the population
by random drift, then AllD gets a strict advantage and can invade the population
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(see Figure 4.1). This example above shows that Tit-for-tat is not RAII. Below
we will see that it is not just Tit-for-tat, but that there is in fact no strategy in a
non-trivial repeated game that is RAII; the proofs of the theorems below construct
ways to leave any equilibrium in only two steps, both in the direction of higher
and in the direction of lower levels of cooperation. More precisely, Theorem 6
shows that any positive level of cooperation can be undermined by a succession
of two mutations, while Theorem 7 states that if there are possible gains from
(increased) cooperation, and the probability of continuation is sufficiently high,
then also a stepping stone route into more cooperation exists. Together they imply
that no equilibrium in interesting repeated games with low enough probability of
breakdown is RAII, and mostly there are ways out of equilibrium in the direction
of in- as well as in the direction of decreasing cooperation. Both theorems come
in a pure strategy version for expositional clarity and connection to the literature
(6 and 7) and a mixed strategy version for generality (9 and 10).

We start with a few formal definitions. Consider a symmetric one-shot 2-
player game g characterized by a set of players I = {1, 2}, an action space A,
equal for both players, and a payoff function π : A × A → R2. Using a discount
factor δ, interpreted as a continuation probability, this one-shot game is turned
into a repeated one, which will be called Γ (δ). A history at time t is a list of the
actions played up to and including time t− 1, where an empty pair of brackets is
used to denote the history ‘no history’. If at,i is the action played by player i at
time t, then these histories are:

h1 = ()
ht = ((a1,1, a1,2) , ..., (at−1,1, at−1,2)) , t = 2, 3, ...

Sometimes we will also write (ht, (at,1, at,2)) for a history ht+1. The set of
possible histories at time t is:

H1 = {h1}
Ht =

�
t−1
i=1 (A× A) t = 2, 3, ...

and the set of all possible histories is:

H =
∞�
t=1

Ht.

It will furthermore be useful to have a way of writing down a history with the
roles of the players reversed. Given a history ht as they are defined above, its
mirror image h

←
t

is found by simply renumbering the players:

h
←
1 = ()
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h
←
t

= ((a1,2, a1,1) , ..., (at−1,2, at−1,1)) , t = 2, 3, ...

The reason why histories with roles reversed are needed, is that we assume that
both players label themselves as player 1 and the other as player 2 and therefore
face mirrored histories as they go along.

A strategy is a function that maps histories to the action space; S : H → A.
For two strategies, say S and T , the course of actions is determined by recursion;
all actions at all stages are determined by the initiation

h
S,T

1 = ()

and the recursion step

a
S,T

t =
�
S

�
h
S,T

t

�
, T

�
h
S,T←
t

��

h
S,T

t+1 =
�
ht, a

S,T

t

�
, t = 1, 2, ...

The discounted normalised payoffs to (a player that uses) strategy S against
strategy T is given by:

Π (S, T ) = (1− δ)
∞�
t=1

δ
t−1

π1

�
a
S,T

t

�

With these definitions, we can prove the first theorem. Note that strategies
here are pure, and that we write that S is an equilibrium strategy, which is short
for (S, S) being a symmetric equilibrium of the game Γ (δ).

Theorem 6 Let S be a strategy in the game Γ (δ) and let there be a time τ at
which a

S,S

τ
is not an equilibrium of the stage game. Then S is not robust against

indirect invasions.

The proof of theorem 6 can be found in van Veelen (2004) and Garcia and van
Veelen (2010).

What this theorem indicates is that as soon as there are equilibrium actions
that must be upheld by the threat of punishment, then there can be mutants that do
not punish, and subsequently there can be other mutants that takes advantage of
the first mutant not punishing. One thing worth noting is that the proof constructs
only one way out of equilibrium. While this particular stepping stone path changes
behaviour for histories that are elements of rather moderate sets �H and �H , other
ways out of equilibrium may come with changes on larger, and maybe even more
natural sets of histories, as for instance the example in figure 4.1 shows. But
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Figure 4.1: An example of an indirect invasion with decreasing cooperation; TFT,
ALLC and ALLD. The dynamics are computed for δ = 3

4

what the theorem shows is that if there is cooperation in equilibrium, at least the
existence of an indirect way out is guaranteed.

While the reference point in Theorem 6 is the equilibrium of the one-shot
game, we will now focus on departures from what in non-trivial games is the
other extreme: the maximally feasible symmetric payoffs. Therefore we define
πmax = maxa∈A π1 (a, a) and amax = argmaxa∈A π1 (a, a). Note that amax is an
action, while a

S,S

τ
=

�
S
�
h
S,S

τ

�
, S

�
h
S,S

τ

��
is an action profile. The following the-

orem states that if there is a point in the course of play of an equilibrium strategy
at which unilaterally initiating cooperation could be offset by future gains from
(increased) cooperation, then the strategy is not robust against indirect invasions.

Theorem 7 Let S be a strategy in the game Γ (δ) and let there be a time τ , for
which the following holds:

1. π1

�
a
S,S

τ

�
− π1

�
amax, S

�
h
S,S

τ

��
<

∞�
t=τ+1

δ
t−τ

�
πmax − π1

�
a
S,S

t

��
.

2. amax �= S
�
h
S,S

τ

�

Then S is not robust against indirect invasions.

The proof of theorem 7 can be found in van Veelen (2004) and Garcia and van
Veelen (2010).
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The requirements in this theorem are slightly less simple to check for than
those in Theorem 6, but when translated to prisoners dilemma’s, it turns out to
imply something that is relatively easy to handle. Before doing so, however, it is
good to realize that discounted, normalised payoffs that belong to a combination
of two strategies can vary with δ and that they do so in different ways. If we look
at symmetric equilibria, then it might be that two different strategies that, when
played against themselves, both have the same discounted, normalised payoff for
a given δ, while a higher δ increases them for one and decreases them for the other
strategy.

The next theorem states that for repeated prisoners dilemma’s, all symmetric
equilibria with payoffs less than π1 (C,C) − (1− δ) [π1 (C,C)− π1 (C,D)] are
not robust against indirect invasions. If we take more or less standard values, that
is π1 (D,C) = 4, π1 (C,C) = 3, π1 (D,D) = 1, π1 (C,D) = 0, then this amounts
to 3δ; all strategies S with with payoffs Π (S, S) less then 3δ are indirectly invad-
able. There may be many other equilibria that are also not robust against indirect
invasions, but Theorem 8 shows that at least all strategies with relatively low pay-
offs satisfy the criteria for Theorem 7. It also means that the closer δ gets to 1, the
more strategies are shown to be vulnerable to indirect invasions with increasing
cooperation, and for any strategy S with payoff Π (S, S) < π1 (C,C) there is a
δ ∈ (0, 1) such that S indirectly invadable for all δ ∈

�
δ, 1

�
. Together with The-

orem 6 that implies that for sufficiently high δ no symmetric equilibrium strategy
is robust against indirect invasions.

Theorem 8 In a repeated prisoners dilemma, all strategies S with Π (S, S) <

π1 (C,C)−(1− δ) [π1 (C,C)− π1 (C,D)] are not weakly robust against indirect
invasions.

The proof of theorem 8 can be found in van Veelen (2004) and Garcia and van
Veelen (2010).

The proof of Theorem 7 only gives one stepping stone route out of equilib-
rium, but there may be lots of ways in which successive mutants can throw an
equilibrium off balance with an increasing level of cooperation.

4.3.2 Mixed strategies
In evolutionary as well as in standard game theory, equilibrium concepts usually
allow for mixed strategies. While the standard setting of symmetric 2-person bi-
matrix games (see Weibull 1997) naturally comes with definitions in terms of
mixed strategies, the literature on repeated games is much more focussed on pure
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Figure 4.2: An example of an indirect invasion with increasing cooperation;
ALLD, Suspicious TFT (STFT), and Cooperative TFT (CTFT). The dynamics
are computed for δ = 3

4

equilibria (with exceptions such as for instance Binmore and Samuelson 1992;
and Samuelson and Swinkels 2003). It seems however no less natural to include
mixed strategies here too, especially since the paths out of equilibrium at least
at first lead away from pure strategies (or homogeneous populations) and into
mixtures of strategies. While Theorem 3 shows that there is also no mixed ESS,
Theorems 6 and 7 do not yet exclude the possibility that there is a mixture of
strategies that is RAII. In this subsection we therefore give the equivalents of those
theorems for finite mixtures. Here we will directly focus on repeated prisoners
dilemma’s rather than repeated games in general. This will keep notation simpler,
it hopefully helps the intuition and still captures the essentials. Also, Π (D,D)
will be used to denote (1− δ)

�∞
t=0 δ

t−1
π1 (D,D) = π1 (D,D), which is the

normalised discounted payoff of AllD against AllD.

Theorem 9 Let P be a finite mixture of strategies in Γ (δ).
If Π (P, P ) > Π (D,D) then P is not robust against indirect invasions.

The proof of theorem 9 can be found in Garcia and van Veelen (2010).

The cited proof just constructs one particular way out of equilibrium, while
there may be many other stepping stone paths, some of which can be considered
to be more likely than others. But the theorem shows that at least one indirect
invasion is always possible for equilibria with cooperation.
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In order to formulate the mixed strategy counterpart for increasing coopera-
tion, it will be helpful to define the following. Let P1, ..., Pn ∈ S be the com-
posing pure strategies of P and let p1, ..., pn, with

�
n

i=1 pi = 1, be the prob-
abilities with which they are played in P . For any defection that occurs along
a path of interaction between any two strategies Pi and Pj from P we can dis-
count the possible gains in the future and compare it to the current period loss
of switching from D to C as an initiation of cooperation. Therefore we first de-
fine Ei (j)t =

�
Pl | hPi,Pl

t = h
Pi,Pj

t

�
, which makes it the set of strategies against

which the history of Pi at time t is the same as against Pj . Since we assume that P
is a finite mixture, we know that limt→∞ Ei (j)t = Ei (j), where Ei (j) is defined
as Ei (j) =

�
Pl | aPi,Pl

t = a
Pi,Pj

t ∀ t

�
. For any combination of strategies (Pi, Pj)

and any time t we can compute δij,t as follows:

δij,t =






δ such that
�

Pl∈Ei(j)t

pl

�
π1

�
a
Pi,Pl
t

�
− π1

�
C, a

Pi,Pl
t,2

��
=

=
�

Pl∈Ei(j)t

pl

∞�
u=t+1

δ
u−t

�
π1 (C,C)− π1

�
a
Pi,Pl
u

��

if aPi,Pj

t,1 = D and the equation has a solution δ ∈ (0, 1)

1 otherwise

This definition greatly simplifies the formulation of the next theorem. Note
that the condition is very modest; the continuation probability δ only has to be
larger than the smallest δij,t.

Theorem 10
Let P be a finite mixture of strategies in Γ (δ).
If mini,j,t δij,t < δ < 1 then P is not robust against indirect invasions.

The proof of theorem 10 can be found in Garcia and van Veelen (2010).

4.4 Indirect invasions in the simulations.
In section 4.3 it was already mentioned that the proofs only provide two stepping
stones paths out of equilibrium; one with increasing and one with decreasing co-
operation. This is enough to show that an equilibrium is not RAII. Still, since there
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is an uncountably infinite number of strategies (see Appendix 4.A), one could say
that the existence of only one or two stepping stone paths out would not neces-
sarily make an equilibrium very unstable. We do however know that the paths
constructed in the proofs are not the only paths out and we conjecture that in fact
there will be very many quite similar ways out of equilibrium. Unfortunately, with
an uncountably infinite strategy space, there is no way to determine how many
paths out would be enough to be able to say with some confidence that a mutation
process will actually find them. More precisely, even if the number of paths out
of equilibrium would also be uncountably infinite for every equilibrium, a specific
mutation process could still imply that when the population is at an equilibrium,
the mutations needed for an indirect invasion occur with probability 0, while on
the other hand, even when there would be only one path out of each equilibrium,
a specific mutation process could imply that it occurs with positive probability.
What matters therefore is the combination of a mutation process and the possible
indirect invasions. In order to be able to say if these indirect invasions indeed
drive the evolutionary dynamics in relevant, interesting settings, we will therefore
have to combine the game with a priori reasonable mutation processes. For our
simulation approach we simply started out with what we think is the most natural
choice for a set of mutation processes, if we do not want to exclude any part of
the strategy space.

4.4.1 Simulations
The basics of the simulation are quite simple. There are N individuals and every
generation they are randomly matched in pairs to play the repeated game. Because
the game has a probability of breakdown that is smaller than 1, the number of rep-
etitions is a random variable. This, and the randomness of the matching, creates
noise in the payoffs of individuals. These payoffs are used in the update step. In
the simulations reported here we use the Wright-Fisher process. In the Wright-
Fisher process all individuals in the new generation are drawn one by one, and
independently, from a distribution where the probability of being the offspring of
individual j from the old generation is proportional to the payoff of j. (The pro-
gram also has the option to run it as a Moran process, but that is computationally
less inefficient. The online material at http://evolutionandgames.nl/
repeatedgames contains a more detailed description). After the new genera-
tion has been drawn, all individuals mutate with a small probability. This com-
pletes the cycle for one generation, which is depicted in Figure 4.3. The cycle is
repeated a large number of times. 2

2Playing with the simulations is also seriously fun, and can be done at:
http://evolutionandgames.nl/repeatedgames

http://evolutionandgames.nl/repeatedgames
http://evolutionandgames.nl/repeatedgames
http://evolutionandgames.nl/repeatedgames
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Figure 4.3: One generation algorithm for the simulations

Strategies are programmed explicitly as finite automata.3 A strategy is a list
of states, and for every state it prescribes what the automaton plays when in that
state, to which state it goes if the opponent plays cooperate, and to which state it
goes if the opponent plays defect. There are four types of mutations we allow for:
mutations that add a state, mutations that delete a state, mutations that change the
output when in a state, and mutations that change for a given state to which state
this player goes given an action of the opponent. We chose mutation schemes
where all of those four types of mutations are possible. If that is the case, then
there are two things that are worth realizing. The first is that every finite automaton
can be reached by a finite sequence of mutations from any other automaton. The
other is that if we choose a very natural distance, then the set of all finite automata
is dense in the set of all strategies (see Appendix 4.A). Together, this implies that
we can get arbitrarily close to any strategy through a finite sequence of mutations.
This we think is a very attractive property of a mutation scheme.

3The program also has the options to represent strategies with regular expressions, or to let
Turing machines evolve. The set of regular expressions is equivalent to the set of finite automata,
but because they are represented differently, the likelihoods of mutations also are different; a
mutation that is a single step in one representation requires a series of steps in the other and vice
versa. This is discussed in more detail at the website that also has the simulation program on it.
The set of Turing machines is a richer set of strategies that embraces the set of finite automata.
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These ingredients are all there is to the simulation program itself. Still this
simple setup gives us a dynamic process with a few quite interesting features. As
we will see below, this evolutionary process always finds a stepping stone path
out of equilibrium in reasonable time. In fact, with increasing population size,
indirect invasions come to dominate everything else as a driver of the dynamic
process. That however does not mean that the notion of an equilibrium is not
important; after leaving an equilibrium, the dynamics tend to take the population
to a new equilibrium relatively fast. The population settles in the new equilibrium
for a while, until another indirect invasion occurs. Under a reasonable set of
mutation schemes, populations of a reasonable size therefore appear to walk from
equilibrium to equilibrium through indirect invasions (see also Figure 4.4).

The pioneer work using computer simulations to study a repeated prisoner’s
dilemma is Axelrod (1987). This study is very limited computationally, which is
understandable given that it was done more than 20 years ago. The space is finite
(automaton size has a maximum fixed size), and the strategies are not evaluated
against each other, but against a fixed set of well-known strategies. Understand-
ably, the population size and running time are too small to yield insight on the
dynamics. This is due to the hardware constraints of the time. Our space is un-
bounded, covering all possible finite state automata of any size. In this sense, the
only work that comes close is that of Lindgren and Nordahl (1994). While their
space is potentially infinite as well, their theory only holds to automata of memory
size one and two. The small part of the paper that deals with an infinite space is
mostly speculative, and points towards work to be done.

Regarding the simulations, Miller (1996) is perhaps the study that comes the
closest to ours in terms of methodology. Miller uses a explicit finite state automata
representation as well. However, the machines are limited to have maximum 16
states. Population sizes have a maximum of 30 individuals (our largest population
size is almost 35 times larger); and the time series consider up to 50 generations
(we consider 1.000.000). This limitations are understandable since ten years of
hardware advances provide a huge leap. However, it is also important to notice
that the system is an ergodic markov chain, and that 50 generations is way too little
for an estimate of the invariant distribution, especially given what we know about
the role of indirect invasions. More importantly, as in most similar simulations
studies, what is done with the output of the computer program is just simply in-
the-dark statistics with no theory behind it.

One feature that we find particularly appealing in these simulations, is that
they nicely walk through a large strategy space in a way that shares quite some
features with how we think of actual evolutionary processes. While there is typ-
ically only a few strategies present at any point in time, the process nonetheless
takes the populations through many different parts of a vast strategy space. This
means that locally we can very well describe what happens in the simulations
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Figure 4.4: Part of a typical run. The population size is 128, the continuation prob-
ability is 0.75. Blue letters indicate where relevant neutral mutants occur, green
letters indicate advantageous mutants entering. It moves from a fully defective
equilibrium to a fully cooperative one, back to a fully defective one, and then to
an equilibrium with partial cooperation. The actual sequence of strategies is given
in Appendix 4.C.

with dynamics on simplices of relatively low dimensions. New mutations how-
ever allow the process as a whole to go from one simplex of low dimension to
another, typically through shared facets. What is also realistic, is that mutations
have to work with what is there; the probability of a certain mutant entering the
population depends on how similar the mutant is to what is there at the moment
in the current population. This matches with how we think many evolutionary
processes take populations through what typically is a vast space of possibilities.
Even though mutations are local – in the sense that they only alter existing strate-
gies – the dynamics of the process as a whole can be quite rich, with a population
that, although mostly in or close to equilibrium, still makes its way through a rich
strategy space.

4.4.2 Capturing transitions
The aim of the simulations is to find out if the possibility of indirect invasions in-
deed makes a substantial difference for evolutionary dynamics in repeated games.
Before being able to say if an equilibrium was left through an indirect invasion,
it is important to first be able to say if it was left at all. While transitions are
made possible by a mutation process that constantly produces new strategies, that
very same production of new strategies also creates noise in the population. This
implies that if we think for instance of a pure equilibrium, we should not only
classify a population as being at that equilibrium if the population consists of that
one strategy only and nothing else. Given the frequent introduction of mutants,
most of which enter only to be eliminated from the population before ever having
attained a considerable share, we should also classify nearby population states as
being at that equilibrium, and create a bandwidth which allows us to disregard the



86 Evolution of cooperation in repeated games

Figure 4.5: With only three strategies present, this depicts the classification of
population states with a threshold of 90%. A population that consists, for exam-
ple, of 65% strategy A, 30% strategy B and 5% strategy C is classified as a 2
dimensional mixture of A (most popular) and B (second most popular). With four
strategies, we get a three dimensional simplex with a smaller simplex-shaped area
in the middle that represents the dark zone.

noise.
If the population at time t consists of strategy A only, and at time t + 100 of

strategy B only, then it is fair to say that at least one transition has occurred. If
on the other hand the population at time t, and at time t + 100, and at all times
in between, consists of between 90 and 100% strategy A and a remainder that is
composed of an ever changing set of other strategies, then it seems reasonable to
assume that a transition has not occurred, and that the little differences only reflect
the regular influx and extinction of new mutations.

We therefore begin the classification of a population state by ranking the com-
posing strategies from frequent to infrequent. Then we look at the minimum
number of strategies that is needed to capture at least a fixed percentage of the
population (below we choose 90% for the threshold). A population state is then
characterized by its dimensionality (pure, 2 strategies, 3 strategies, more than 3
strategies) and the actual most popular strategy, or the 2 most popular and the
3 most popular strategies as they are ranked (see Figure 4.5). The classification
thereby never ignores more than 10% of the population. With the mutation rates
and population sizes we chose in the simulations below, a population where the
three most popular strategies made up less than 90% of the population was a rare
exception. We thus, assume that the population stays in the same state as long as it
remains in one of the zones depicted in figure 4.5, and check for indirect invasions
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whenever one of the boundaries is crossed.
This classification allows us, at least to some extent, to pick up three types of

(possible) equilibria ; pure ones, mixed ones with two strategies, and mixed ones
with three strategies. If the population is at a pure equilibrium, we expect that
it finds itself in a corner pocket (see Figure 4.5), and that most of the mutants
do not take the population outside this corner pocket. If a population is a mixed
equilibrium with two strategies, it should find itself somewhere in between two
edges, on the facet of the simplex. The construction of the pocket excludes that
the areas that are meant to capture the mixed equilibria consist of the whole facet,
because a small part of it is already contained in the pocket. But, again with
a threshold of 90%, if the population finds itself in a mixed equilibrium where
both strategies account for more than 10% of the equilibrium frequencies - and
hence the equilibrium is not contained in a corner pocket - we expect that most
mutations will not take the population outside the area it is in. On the facet itself
we expect that on average the population will also be pushed in the direction of its
equilibrium composition.

With this way to classify population states, we can follow the population as it
travels from region to region. At any such transition, we can check if this transition
can be associated with a neutral mutant entering or exiting the population, or with
advantageous or disadvantageous mutants entering or exiting the population. This
gives us the possibility to characterize a sequence of transitions as an indirect
invasion or an invasion of a different kind. If strategy A is a pure equilibrium
strategy, and B is a neutral mutant of A, and C has a strict advantage against B,
then – with obvious abbreviations – going from the region A to AB to BA to B

to BC will be classified as an indirect invasion. If A is a pure equilibrium, and D

is a mutant with a selective disadvantage, then going from region A to region AD

is classified as a different invasion. On www.evolutionandgame.nl/repeatedgames
we go into more detail on possible boundary crossings and possible sequences of
boundary crossings.

This immediately points out the trade-off that we face for the choice of a
threshold. If we choose a threshold that is larger than N−1

N
, where N is the popu-

lation size, then any mutant entering the population will take it outside the corner
pocket. All mutants will therefore be recorded as transitions, and all disadvanta-
geous mutants will be recorded as “different invasions”, even though they might
be extinct the next generation already. This high threshold thereby leaves no room
at all to observe what we are interested in, which is the difference in how selec-
tion acts on different (sequences of) mutants. On the other hand, if we choose the
threshold at 50%, then we leave no room to observe dynamics near mixed equilib-
ria at all, as described above. So a lower threshold means more room to observe
selection at work, but also more mixed equilibria that will go unnoticed, because
they end up in corner pockets.
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4.4.3 Capturing indirect invasions
Theorems 6 and 7 concern stepping stone paths out of pure equilibria. Since the
theorems suggest that equilibria can be left through neutral mutants that open
doors for other, advantageous mutants, it makes sense to first acknowledge that
there will also be neutral mutants that themselves still are equilibria, and that
therefore do not yet open such doors. As the starting point of a path out of a pure
equilibrium, we therefore only choose those equilibria that were not themselves
reached by a neutral invasion. Thereby we allow for neutral mutants that them-
selves are still equilibria just to be a part of the stepping stone path. As expected,
all such sequences of neutral mutants turn out to have the same self-play, which,
for as long as they are equilibria, is the equilibrium path. This implies that if we
find a sequence of neutral mutants that themselves are equilibria, followed, first,
by a neutral invasion to a state that is not an equilibrium, which in turn is followed
by an advantageous mutant, then it is reasonable to count the whole sequence
as one single indirect invasion. It is for sure a two-step indirect invasion when
counted from the last equilibrium, and one can very well also see it as an indirect
invasion into the first and into all equilibria in between, but counting it as just one
single indirect invasion is more than reasonable.

If a pure equilibrium is left through a sequence of one or more boundary cross-
ings that can be characterized as neutral, followed by one boundary crossing that
can be characterized as the entry of an advantageous mutant, then it is qualified as
an indirect invasion. All other sequences out of equilibrium (zero or more neutral
mutants followed by a boundary crossing that can be characterized as the entry of
disadvantageous mutant) are qualified as “other invasions”. Notice that theorems
6 and 7 concern leaving equilibria, and not what happens after an equilibrium is
left. What we are after here is therefore first and foremost to capture paths away
from the equilibrium that occur in the simulations.

Finding those starting points (pure equilibria that are themselves not reached
by a neutral mutant) is facilitated by an automated procedure called the best re-
sponder. This procedure can, for a single finite automaton, find the best response
to it, and thereby determine if it is a best response to itself and hence a pure equi-
librium (see Appendix 4.B).

We ran simulations for different population sizes, and first looked at how pure
equilibria are left. The data indicate that for pure equilibria the share of indirect
invasions goes to 1 with an increase in population size (see Figure. 4.6).

For combinations of two or more finite automata it is harder to get such clean
data. Constructing a best responder to a mixture of strategies is far more compli-
cated than constructing one for pure strategies and thereby well beyond the scope
of this chapter. This implies that we do not have an automated procedure that
determines if mixed states are equilibria. The best we can do without having this
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Figure 4.6: Transitions out of pure equilibria. As the population increases, the
share of transitions that are indirect invasions goes to one.

procedure at our disposal is to disregard as many obvious mixed disequilibrium
states as possible, and see how the remainder of the mixed states - again, not
themselves reached by a neutral invasion - is left. Here we of course again set
apart those that are left by indirect invasions, but in the remainder there is an extra
category. Since we expect that a mixed equilibrium might also be left relatively
easily by one of the composing strategies going extinct, we also count separately
how many are left by the population moving into a region of a lower dimension.
We find that for every population size, the vast majority of mixed states consisting
of 2 strategies are left by one of the two fixating. (The data and a more elaborate
discussion are in the online material). The simulations do not render enough data
for states consisting of 3 pure strategies, as the population spends most of its time
in states with low dimensions.

To support the claim that the dynamics take a population from equilibrium to
equilibrium through indirect invasions, it is worthwhile to look at what happens
after one equilibrium is left, and how long it takes to get to another. Although
not the main aim of the simulations – which focus on leaving equilibria, and not
on arriving at others – it is interesting to note that the percentage of time spent in
equilibrium also increases with the population size. With increasing population
size, it gets a bit harder to pinpoint how much time is spent in equilibrium; more
time is spent outside of the corner pockets, for which we do not have a mixed
state best responder procedure. We can however give upper and lower bounds, as
Figure 4.7 does. Note that with small population sizes (the left side of the figure)
and fixed per individual mutation rates, only few mutations occur. This implies
that by chance a population can get stuck in a disequilibrium state for a very long
time, just because the right mutation takes forever to appear.

Together, these findings strongly suggest that populations playing repeated
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Figure 4.7: Time spent in equilibrium as a function of population size.

prisoners dilemmas do indeed walk from equilibrium to equilibrium through indi-
rect invasions, already for populations that are not even that large. The leaving of
pure equilibria is shown to become dominated completely by indirect invasions,
while mixed states tend to be left by fixation events of the composing pure strate-
gies more than through indirect invasions.

4.4.4 Comparing equilibria that are not RAII with equilibria
that are

Our claim is that it matters that equilibria in the repeated prisoners dilemma, al-
though neutrally stable (NSS), are not robust against indirect invasions (RAII). If
we rank a few well known different equilibrium concepts in evolutionary game
theory according to decreasing levels of stability, then we get the following inclu-
sions.

∆ESS ⊂ ∆NSS ⊂ ∆NE

Here, for a given game, ∆ESS is the set of all ESS’es, ∆NSS is the set of
all NSS’es, and so on. A Nash equilibrium that is not NSS is easily left; not
being NSS means that there is a mutant for which the replicator dynamics pushes
the population away from the equilibrium if this mutant enters the population.
An ESS on the other hand is very stable; there is a neighbourhood such that
the replicator dynamics take the population back to the ESS from any point in
that neighbourhood. Still, stability remains a relative thing; although it is much
harder to leave an ESS – it takes orders of magnitude more time in any reasonable
stochastic dynamic process – than it is to leave a Nash equilibrium that is not NSS,
it is not impossible. In fact, some of the most interesting papers in the literature
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on evolutionary game theory compare the stability of different ESS’es in one and
the same game by comparing how many (simultaneous) mutations it takes to get
from one ESS to the other (see for instance Kandori et al. 1993; Kandori and Rob
1995; Foster and Young 1990; Young 1993, 1998; Ellison 2000). It may take very
long, but the idea is that it could still be that one equilibrium is left more easily
than the other. This then gives rise to a further refinement (stochastic stability in
Young 1993; or long run equilibria in Kandori et al. 1993).

Our claim is that in order to properly compare stability, the categorization
with ESS, NSS and NE is in some cases a bit too rough. Some NSS’es are,
and some are not RAII. Those that are RAII, we suggest, are much more stable
than those that are not. Since being RAII implies that this strategy is contained in
a setwise generalisation of an ESS (see van Veelen 2010) one could even say that
in the sequence of inclusions below, the bigger gap is actually between RAII and
NSS, and not between ESS and RAII.

∆ESS ⊂ ∆RAII ⊂ ∆NSS ⊂ ∆NE

In order to indicate that it does indeed matter that NSS’es in a repeated pris-
oners dilemma are not RAII, we will compare it to a game that is rather similar
in a lot of respects, but that has equilibria that are in fact RAII. If we replace the
prisoners dilemma as a stage game with a coordination game, then we preserve
everything, including the richness of the strategy space. The only difference is
that now we do get equilibria that are RAII (but not ESS). That means that what
sets these repeated games apart is the existence or non-existence of the possibil-
ity for indirect invasions. The matrix for the one-shot coordination game is the
following:

�
2 0
0 2

�

In figure 4.8 we compare the number of transitions in the simulations for the
repeated prisoners dilemma to the number of transitions in the repeated coordina-
tion game. What counts as a transition is a population going to a state where the
self-play is different.

The number of transitions away from pure equilibria in the repeated prisoners
dilemma is decreasing only very slightly. This fits what we expect; with exam-
ple 6 in van Veelen (2010) in mind, we expect that it is the fixation probability
of neutral mutants that determines the speed at which indirect invasions occur in
large populations. The fixation probability of a neutral mutant is 1

N
, where N is
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Figure 4.8: The number of transitions leaving pure equilibria in a repeated pris-
oners dilemma and in a repeated coordination game for different population sizes.
Note that in the repeated coordination game, all RAII equilibria are pure, and all
mixed equilibria are not NSS

the population size, but since the mutation probability per individual is constant,
the number of neutral mutants entering is proportional to N . If we can assume
that every neutral mutant has either fixated or gone extinct before the other neu-
tral mutant appears, then the expected number of transitions by neutral mutants
should be constant, as the decrease in fixation probability is compensated by an
increase in numbers of neutral mutants entering. But with an increase in popu-
lation size, fixation times also increase, and the larger the population, the more
neutral mutants enter in a population that has not yet fixated. This interference
implies that we will be seeing slightly less fixation events for larger populations.

The number of transitions in the repeated coordination game on the other hand
decreases much more drastically. The data suggest that the number of transitions
out of pure equilibria in the repeated coordination game divided by the number
of transitions in the repeated prisoners dilemma goes to 0 rather rapidly. One can
therefore conclude that evolution in a population playing the repeated prisoners
dilemma remains infinitely more mobile than evolution in a population playing a
repeated coordination game, and that the possibility of indirect invasions makes
all the difference.

4.4.5 Average reciprocity and niceness
The appendix also contains ways to measure reciprocity and cooperativeness for
strategies. Not surprisingly, we find that strategies are on average somewhat re-
ciprocal and moderately cooperative. Cooperation increases with the continuation
probability (see Figure 4.9). This is rather natural; all equilibrium strategies are
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Figure 4.9: Avereage population fitness as a function of the continuation proba-
bility

between uncooperative and fully cooperative and between not reciprocal and very
reciprocal. A process that takes the population from equilibrium to equilibrium,
with in- as well as decreasing levels of cooperation therefore must lead to an av-
erage that is somewhat reciprocal and moderately cooperative. Paths from one
equilibrium to the other also typically first exhibit an increase (decrease) of the
level of reciprocity, which is followed by an increase (decrease) of the level of
cooperation. Note that, although the measure for cooperativeness can by con-
struction not fall below 0 or be larger than 1, the measure for reciprocity can be
negative.

There are however also equilibria where cooperation is preceded by a ‘neg-
ative handshake’. If we look at the following automaton, then it constitutes an
equilibrium where cooperation that comes too soon is actually punished. We do
sometimes see equilibria like this arising in the population (see also Appendix
4.D, that contains the sequence of strategies that comes with the part of a run that
is depicted in figure 4.4). Reciprocity here is not unambiguously positive; this
strategy rewards cooperation when in state 4 and 5, but it does also punish co-
operation when in state 1, 2 or 3 (see again the online tutorial for more detailed
description of measures of reciprocity).
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Figure 4.10: D3
TFT : With this strategy, three D’s is the code for cooperation to

start. Once past the initial uncooperative fase, it plays just like ordinary TFT , but
any deviation from the initial uncooperative fase implies eternal defection

4.5 Conclusion
We have studied the evolution of strategies in repeated games. Our approach has
been general in the sense of not restricting the strategy space, and focusing on
a very simple setting that captures the essential features of repetition. The case
study is the evolution of reciprocal cooperation in a repeated prisoner’s dilemma.

The results indicate that instability is intrinsic to repeated games, provided that
the stage game is characterized by a conflict between individual and collective
interests. We have shown that with a sufficiently large continuation probability,
there is no strategy in the repeated prisoners dilemma that is robust against indirect
invasions. In other words: every equilibrium can be upset, either by a mutant or by
a succession of mutants. Under very reasonable mutation schemes these stepping
stone paths in and out of equilibrium not only exist, but evolution also actually
finds them.

The richness of the strategy space therefore excludes the existence of an equi-
librium refinement, or a static stability concept that can itself predict what happens
in an evolving population. What we can expect to evolve will essentially depend
on - besides the continuation probability – which mutations are relatively likely.
Whether we can expect cooperation to increase or decrease depends on how often
indirect paths in and out of cooperation are induced by mutations. In other words,
mutations should not be ignored.

As is done in most of the literature on repeated games and evolution, restrict-
ing the strategy space offers a possibility to get stability. It is however important
to see that restricting the strategy space is in fact a special case of a mutation
scheme where mutation probabilities are zero for the strategies that do not belong
in the restricted space. This implies that any stability result that is achieved by
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restricting the strategy space is not robust to enlarging the strategy space. If the
strategies needed for the indirect invasions are not part of the strategy space, they
nonetheless still exist in the infinitely large space of possible strategies, and al-
lowing mutations to them would render unstable, strategies that were stable in a
restricted space.

We show that with a reasonable mutation process, a population that is not
too small does move from equilibrium to equilibrium through indirect invasions.
Since the infinite population model is meant to produce results that help us under-
stand what happens in large, but still finite populations, the simulations thereby
also emphasize the importance of neutral mutants and the need to have a concept
of robustness against indirect invasions in our theory for infinite populations.

Summarizing, the dynamics of evolution in a repeated prisoner’s dilemma is
intrinsically unstable. The expected degree of cooperation depends on how muta-
tions are modelled.
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Appendix 4.A A metric for S
Since a strategy S : H → A is a function that maps the set of histories H on the
action space A, the set of strategies S is at least as large as the power set of H
if the number of actions in A is larger than 1. Since H is countably infinite, we
know from Cantor’s Theorem that the power set of H is uncountably infinite.

Let f : H × S × S → {0, 1} be defined by

f (ht, S, T ) =

�
0 if S (ht) = T (ht)
1 if S (ht) �= T (ht)

We assume that the action space A is finite, and that it has k elements, a1, ..., ak.
The number of possible histories in Ht therefore is k2t−2. Define the distance be-
tween S and T , both S, T ∈ S , as follows:

d (S, T ) =
∞�
t=1

ρ
t
�

ht∈Ht

|f (ht, S, T )|

with ρ = δ

k2
and δ ∈ (0, 1).

If we take for St ⊂ S the set of strategies in S that all play a1 for all histories

hu with u > t, then it is a finite set; it has k(
�t

v=1 k
2t−2) = k

�
k2t−1
k2−1

�

elements. The
set

∞�
t=1

St is therefore countable, but it is easy to see that it is dense in S .

Appendix 4.B The best responder
In order to be able to determine if a finite automaton – and hence a pure strat-
egy – is a Nash equilibrium, we have constructed a small routine in the program
called the best responder. This routine finds the payoff of the best response against
strategy S, as well as a best response. If the payoff of S against itself equals this
payoff, then S is a Nash equilibrium. This is a useful device, since the infinity
of the strategy space does not allow us to simply compare the payoff of S against
itself to the payoff of all other strategies against S one after the other.

Suppose strategy S is an automaton with K states. Any state k is characterized
by an action played by S when it finds itself in this state, and a list of transitions
as a function of the action played by the opponent of S. With a slightly abusive
notation – S is a function of histories elsewhere, while here it is easier to make it
a function of states - we will write the first as S : {1, ..., K} → A and the latter as
tk : A → {1, ..., K}, k = 1, ..., K.

The value of being in state k is denoted by V (k). We aim to find a solution to
the following system:
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V (k) = max
a∈A

{π1 (a, S (k)) + δV (tk (a))} k = 1, ..., K

Let V ∗ (k) , k = 1, ..., K be the solution to this system. The discounted value
in the initial state, (1− δ)V ∗ (1), is the maximal discounted payoff to be earned
against S, and a

∗
k
= argmaxa∈A {π1 (a, S (k)) + δV

∗ (tk (a))} gives the optimal
action when S is in state k.

The best responder does the following iteration.

Initialisation step:

V1 (k) = 0, k = 1, ..., K

Iteration step:

Vn+1 (k) = max
a∈A

{π1 (a, S (k)) + δVn (tk (a))} k = 1, ..., K

It is quite straightforward that this iteration converges, as is shown in the fol-
lowing simple lemma. We will assume that the initialisation makes sure that we
begin with values for all states that are below the solution of the system (when-
ever this procedure is invoked, we make sure that is in fact the case) but that is not
actually necessary for convergence.

Lemma 11 If V1 (k) ≤ V
∗ (k) for all k and if δ ∈ [0, 1) then the above iteration

converges to V
∗ (k) , k = 1, ..., K.

Proof. First, if Vn (k) ≤ V
∗ (k) for all k, then also

Vn+1 (k) = max
a∈A

{π1 (a, S (k)) + δVn (tk (a))}

≤ max
a∈A

{π1 (a, S (k)) + δV
∗ (tk (a))} = V

∗ (k) for all k.

Hence V
∗ (k)− Vn (k) ≥ 0 for all states k and all iterations n.

By definition we also have

Vn+1 (k) ≥ π1 (a
∗
k
, S (k)) + δVn (tk (a

∗
k
)) for all k.

Therefore

0 ≤ V
∗ (k)− Vn+1 (k) ≤ δ (V ∗ (tk (a

∗
k
))− Vn (tk (a

∗
k
))) for all k.
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This implies that

0 ≤ max
k

(V ∗ (k)− Vn+1 (k)) ≤ δmax (V ∗ (k)− Vn (k))

and since δ < 0 we find that limn→∞ (V ∗ (k)− Vn (k)) = 0 for all k.

The best responder gives us both the maximum payoff (1− δ)V ∗ (1) when
playing against S, and an optimal strategy when playing against S, as a

∗
k

pre-
scribes what to play when S is in state k. For numerical reasons, we actually
use the latter. It is important for us to determine whether or not the payoff of
S against itself is exactly equal to the maximum payoff when playing against S.
The iteration with which the best responder finds the latter can have a numerical
inaccuracy in it, and the evaluating the payoff of two given strategies against each
other (here: S against S) can too. These are however different inaccuracies, so
in order to have the same inaccuracies in both, we use the strategy that the best
responder gives, first let it play that against S, then let S play against itself, and
compare the two payoffs. If they are equal, then S is a best response to itself.

Note that the computer program works with phenotypes, not with genotypes,
so two different ways to encode for instance the strategy AllD will be treated as
one and the same strategy.

Appendix 4.C A typical sequence of strategies
The relevant payoffs for the sequence of strategies that go with the transitions in-
dicated in Figure 4.4 are given below. The population starts at All D. The first
indirect invasion (a neutral mutant followed by a mutant with a selective advan-
tage) brings the population to a mixture of the two mutants. This mixture is an
equilibrium when the strategy is restricted to these two strategies, but not for the
unrestricted strategy space; the mixture is outperformed by a third mutant that
appears at marker C. This mutant #3 dominates mutant #2, and once #2 has disap-
peared, it dominates mutant #1, and goes to fixation. This establishes full cooper-
ation. After this we get an indirect invasion back to All D, and finally we get an
indirect invasion that establishes a strategy that, when played against itself, starts
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with defection, and then plays cooperate ever after.

1 1 4
1 1 34

7 22
7

0 12
7 3 3

15
7 3 3 3 3

4
3 3 0
13
4 4 1 1 16

7
1 1 1109

175
4
7 112

35 21
2

The actual automata are on the next page.



100 Evolution of cooperation in repeated games

 
D

c, d 

d

D

d

c

C

c

d

C

c 

c

C

d 

D

c d

c

C

c

d 

D

d 

d

D

c

d

D

d 

C

c c

C 

c

c, d 

d

D 

C

c, d 

D

c, d 

neutral

advantageous, towards a mix of mutant and incumbent  

advantageous, only the mutant survives

neutral

advantageous

neutral

advantageous 
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Appendix 4.D Measures of cooperativeness and reci-
procity

There are two reasons why we would like to have measures for cooperativeness
and reciprocity. The first and most important reason is obvious; we would simply
like to know how cooperative, and how reciprocal, strategies are. The second
reason is that these measures may serve as an indication of indirect invasions.
Typically an indirect invasion is characterized by a change in reciprocity followed
by a change in cooperativeness.

Any measure of cooperativeness will have to weigh the different histories, and
as we will see, every choice how to weigh them has appealing properties and
drawbacks. In contrast to earlier definitions, here it is more natural to look at his-
tories that only reflect what actions the other player has played. This captures all
relevant histories for the measurement of cooperativeness, because what a strategy
S itself has played is uniquely determined by the history of actions by the other
player.

h1 = ()
ht = (a1,2, ..., at−1,2) , t = 2, 3, ...

Again, we will sometimes also write
�
ht, at,2

�
for a history ht+1, and we get

the following sets of possible histories at time t

H1 =
�
h1

�

H t =
�

t−1
i=1 A t = 2, 3, ...

With the repeated prisonners dilemma we have A = {C,D}, so in that case
there are 2t−1 histories ht ∈ H t

We begin with a measure that tells us how cooperative a strategy is, given that
it is facing a history ht. If we weigh a history at time t+s with the probability that
the game actually reaches round t+ s− 1, given that it has already reached round
t−1, and if we also divide by the number of different histories of length t+s−1,
under the restriction that the first t − 1 rounds of these histories are given by ht,
we get the following. Note that this measure does not depend on the environment
a strategy is in.

C
�
S, ht

�
= (1− δ)

�∞
s=0

�
δ

2

�s


�
h∈Ht+s

h
i
=h

i
t,i=1,...,t−1

1{S(h)=C}





The overall cooperativeness of a strategy S can then be defined as the cooper-
ativeness at the beginning, where we have the empty history; C (S) = C

�
S, h1

�
.
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An intuition for what this measure does can be gained from the above figure.
The top bar represents the empty history. The second bar represents histories of
length 1, and is split in two; the history where the other has cooperated, and the
one where the other has defected. The third bar represents histories of lenth 2, and
is split in four; the histories CC, CD, DC and DD. This continues indefinitely,
but for the pictures we restrict ourselves to histories of length 5 or less. If a part
is blue, then that means that the strategy reacts to this history with cooperation,
if it is red, then the strategy reacts with defection. Cooperativeness weighs the
blueness of those pictures.

It is obvious that C (AllC) = 1 and that C (AllD) = 0. A strategy that starts
with cooperation, and further conditions play on the first move entirely has coop-
erativeness 1− δ

2 . This is sensible; if δ = 0, then the first move is the only move,
and since this strategy cooperates on the first move, it should have cooperativeness
measure 1. On the other hand, except for the first move, this strategy cooperates
in exactly half of the histories of length t for all t > 1. Therefore it makes sense
that if δ goes to 1, then cooperativeness goes to 1

2 .
More simple computations shows that C (T itForTat) = 1− δ

2 , C (TatForT it) =
δ

2 and C (T itForTwoTats) = 3
4 +

1−δ
2

4 . The last simple computation shows that
C (GRIM) = 2−2δ

2−δ
, which is 1 at δ = 0 for similar reasons, and goes to 0 if δ

goes to 1.4

A measure for reciprocity can be constructed by comparing how much the
cooperativeness of strategy S is changed if its opponent plays D rather than C.
Again, histories of the same length are weighted equally here.

R (S) =
�∞

t=1

�
h∈Ht

�
δ

2

�t−1 �
C
�
S,

�
h, C

��
− C

�
S,

�
h,D

���

In figure 4.12, this is visualized as the difference in blueness below two neigh-
bouring bits that share their history up to the one before last period.

Simple calculations now give that R (AllC) = R (AllD) = 0 and R (TFT ) =
1. Also, if we look at a strategy that only conditions on the first move and that
defects forever if the first move of the other was D, and cooperates forever if the
first move of the other was C, this strategy also has reciprocity 1. It is not hard to
see that −1 and +1 are in fact the lower and upper bounds for reciprocity with this
equal weighing of all strategies of the same length. Also R (GRIM) = 4(1−δ)

(2−δ)2
.

Note that here the reciprocity of Grim Trigger is lower than that of TFT , which
is due to the fact that for many histories GRIM will only play a sequence of D’s

4C (TFT ) = (1− δ)
�
1 +

�∞
t=1

1
2δ

t
�
= 1

2 (1− δ) + 1
2

C (GRIM) = (1− δ)
�∞

t=0

�
1
2δ

�t
= (1− δ) 1

1− δ
2

= 2−2δ
2−δ
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either way.5
Alternatively we could measure the cooperativeness and reciprocity of a strat-

egy given the population it is in. In that case, we should not weight all histories of
a given length equally, but in the proportions in which they do occur given the ac-
tual population of strategies. Hence the weight

�
1
2

�t−1, which is one divided by the
number of strategies in Ht, will then be replaced by their actual proportions. For
instance, in a population that consists of any mixture of AllC, TFT and GRIM ,
the only history at time t that occurs, is a sequences of t− 1 consecutive C’s. The
measure for cooperativeness then simply becomes the expected times a strategy
plays C divided by the expected number of rounds.

Suppose the population is given by a vector of frequencies x = [x1, ..., xN ]
where xi is the frequency of strategy Si. Then we define the population-dependent
cooperativeness of a strategy S as follows:

Cx (S) = (1− δ)
�∞

t=1 δ
t−1

��
N

i=1 xi1�
S

�
h
S,Si
t

�
=C

�
�

In the population with only AllC, TFT and GRIM , cooperativeness of all
these three strategies is 1. In an infinitely large population of α TFT and 1 − α

AllD, cooperativeness of TFT is 1− δ + δα.

A reasonable way of measuring reciprocity is to compare actual histories with
histories that would have unfolded after one-step deviations. So let hS,T

t,a,s be the
history that for the first t − 1 steps unfolds recurcively between strategy S and T

– as above;

h
S,T

1 = ()

and the recursion step

a
S,T

i
=

�
S

�
h
S,T

i

�
, T

�
h
S,T←
i

��

h
S,T

i+1 =
�
hi, a

S,T

i

�
, i = 1, 2, ..., t− 1.

Only at time t the opponent plays a, while strategy S does not deviate and
plays S

�
h
S,T

t

�
;

a
S,T

t =
�
S

�
h
S,T

t

�
, a

�

5R (TFT ) =
�∞

t=1

��
δ
2

�t−1 � 1
2 + 1

2 (1− δ)−
�
1
2 − 1

2 (1− δ)
��

2t−1 =�∞
t=1 δ

t−1 (1− δ) = 1

R (GRIM) =
�∞

t=1

�
δ
2

�t−1
�
2−2δ
2−δ − 0

�
= 4(1−δ)

(2−δ)2
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h
S,T

t+1 =
�
hi, a

S,T

t

�
.

After that we go back to the normal recursion step

a
S,T

i
=

�
S

�
h
S,T

i

�
, T

�
h
S,T←
i

��

h
S,T

i+1 =
�
hi, a

S,T

i

�
, i = t+ 1, ...t+ s

If T
�
h
S,T←
i

�
= a, then this is h

S,T

t,a,s is just the actual history h
S,T

t+1+s
, but if

T

�
h
S,T←
i

�
�= a, it is a counterfactual history after a one-step deviation. The

history h
S,T

t,a,s
, as above, just gives the actions of player T and ignores those of

player S.
With this definition, we can make a measure for reciprocity as follows:

Rx (S) = (1− δ)2
�∞

t=1 δ
t−1

�
N

i=1 xi

�∞
s=0 δ

s

�
1�

S

�
h
S,Si
t,C,s

�
=C

� − 1�
S

�
h
S,Si
t,D,s

�
=C

�
�

In a population of GRIM only, it is relatively easy to see that the reciprocity
of GRIM is 1; the path of play between GRIM and itself is just a sequence of
C’s, while after a deviation GRIM just plays a sequence of D’s. So at any time
t, the discounted difference between these sequence from then on, normalised by
multiplying by one of the (1− δ)’s, is 1. So discounting over t and normalizing
by the other (1− δ) gives a reciprocity measure of 1.

In a population of TFT only, the reciprocity of TFT is 1
1+δ

. Again, the path of
play between TFT and itself is a sequence of C’s, but now, on the path after any
deviation, TFT plays a sequence of alternating D’s and C’s. So at any time t, the
discounted and normalized difference between them is (1− δ)

�
1

1−δ
− δ

1−δ2

�
=

1
1+δ

. So discounting over t and normalizing by the other (1− δ) gives the same
number.

This comparison is in line with what we might want from a reciprocity mea-
sure that depends on the actual population; at any stage, the threat that grim trigger
poses to itself is maximal, and larger than the threat TFT poses to itself.

Another comparison shows that this measure also picks up the fact that, if the
punishment in Grim Trigger is in fact triggered on the path of play, then on the
remainder of the path, GRIM is actually not reciprocal at all anymore. With TFT

on the other hand, reciprocity actually remains the same, whether the punishment
has been triggered in the past or not. This is reflected in the following example.

In a population of α T itForTat and (1− α) TatForT it, the reciprocity of
T itForTat is α 1

1+δ
+(1− α) 1

1+δ
= 1

1+δ
; the reciprocity of T itForTat against it-

self was computed above, and for the computation of T itForTat against TatForT it
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it is enough to realize that the comparison between actual and counterfactual is
between DCDC... versus CCCC... at odd t’s and between CDCD... versus
DDDD... at even t’s.

In a population of α GRIM and 1−α TatForT it, the reciprocity of GRIM

is α + (1− α) (1− δ) = 1− δ + αδ; in the latter interaction, GRIM only alters
its behaviour in response to a change at t = 1. So for not too large α - implying
that there is enough TatForT it to have a noticeable effect of the punishment
being triggered - and not too small δ, GRIM now is actually less reciprocal than
T itForTat.

Dependence on the population a strategy finds itself in can be seen as a good or
a bad thing. For picking up indirect invasions, it seems to be a good thing; changes
“far off” the current path of play between strategies do not change this reciprocity
measure; it only changes if a strategy mutates into one that reacts differently to a
one-step deviation. This implies that only becoming more or becoming less recip-
rocal in the way that is relevant for indirect invasions is picked up. On the other
hand, it does not lend itself for a general, environment-independent statement of
how reciprocal or cooperative a strategy is.

Another possibility is to only look at the actions directly after a one-step devi-
ation. Then we would get

Rx (S) = (1− δ)
∞�

t=1

δ
t−1

N�

i=1

xi

�
1�

S

�
h
S,Si
t ,C

�
=C

� − 1�
S

�
h
S,Si
t ,D

�
=C

�
�

Here the reciprocity of AllC is 0 again. The reciprocity of both TFT and
GRIM in a population of TFT , GRIM and AllC is 1 here.



Chapter 5

Repeated games in structured
populations: a recipe for
cooperation∗

5.1 Introduction
In a well-mixed population, the strategy Tit-for-Tat can easily resist a direct inva-
sion of All D. All D does not perform that well against Tit-for-Tat players because
All D’s defections are punished by Tit-for-Tat. The strategy All C however can
serve as a springboard for All D and thereby disrupt cooperation. All C is a neu-
tral mutant of Tit-for-Tat; when meeting themselves and each other, both strate-
gies always play cooperate, and hence they earn identical payoffs. But once All
C attains a certain share in the population (by means of drift), All D becomes a
mutant with an actual selective advantage, given that All C does not punish defec-
tions. Certainly if All C fixates, it becomes vulnerable to invasion by All D, which
can exploit All C without being punished. Unconditional cooperation is therefore
cooperations worst enemy (see Figure 4.1).

Cooperation can not only be disrupted, but it can also be established by such
a two-step invasion (e.g. Figure 4.2). In chapter 4 we showed that stepping stone
paths generally exist in both directions. More precisely, no strategy is robust
against indirect invasions; there are indirect paths out of equilibrium with de-
creasing cooperation whenever there is some cooperation, and with increasing
cooperation whenever cooperation is not full and the continuation probability is
sufficiently high.

These results hold in a standard setting without population structure, that is,

* This chapter is co-authored by Matthijs van Veelen. Van Veelen had the initial idea. Garcı́a
and Van Veelen developed the computational model and jointly undertook the theoretical analysis.
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with repetition only and random matching between players. This is the setting
for which cornerstone results are derived in economics (Friedman, 1971; Fuden-
berg and Maskin, 1986; Abreu, 1988; Fudenberg and Maskin, 1990), as well as in
evolutionary biology (Axelrod and Hamilton, 1981; Imhof et al., 2005) and sociol-
ogy (Bendor and Swistak, 1995), with applications that range from antitrust laws
(Abreu et al., 1986) to fisheries, although firm empirical support in non-human an-
imal societies is rare (Clutton-Brock, 2009). Repetition creates the possibility to
retaliate in later rounds, which results in a whole range of equilibria with different
levels of cooperation (see Chapter 4).

Population structure is equally important (see Chapters 2 and 3). Whether
thought of in terms of group selection or kin selection (van Veelen, 2009), struc-
ture can allow for the evolution of cooperative behaviour that would not evolve in
a well mixed population (Hamilton, 1964; Eshel and Cavalli-Sforza, 1982; Nowak
and May, 1992; Wilson and Dugatkin, 1997; Rousset and Billiard, 2000; Rousset,
2004; Traulsen and Nowak, 2006; Tarnita et al., 2009). This can be understood as
a consequence of the fact that structure can cause individuals that play a certain
strategy to be more likely to interact with individuals that play the same strategy
than they would be in a well-mixed population. If cooperators meet cooperators
more often that they do defectors, then cooperation can be favoured.

In this chapter we bring the two of them together (see also Ohtsuki and Nowak,
2007; Boyd and Richerson, 1988b), while focusing on direct and indirect inva-
sions in order to derive theoretical predictions. Structure and repetition are exoge-
nously determined by two parameters: the continuation probability of the game
and the probability with which a rare mutant interacts with a player that has the
same strategy. The cases where only one of the two ingredients is present are
therefore included as special cases. If the continuation probability is 0, we are
back in the un-repeated, one shot version of the game. If the probability with
which a rare mutant meets a player that has the same strategy is 0 then we are
back in the well-mixed population.

5.2 Repetition as well as assortment
Let us first start with an intuitive discussion on how repetition and assortment
may work together. One possible population structure to think of is a population
that is divided into groups (see e.g., Chapters 2 and 3). If this division is made
in an assortative way, then this implies that strategy T players face other strategy
T players with a probability that is larger than the probability that random group
formation would yield. Figure 5.1(a) depicts the extreme case, where assortment
is complete. Obviously, with complete assortment the probability of a cooperator
interacting with a cooperator is 1, while the probability of a defector meeting a
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ment

Figure 5.1: Assortment in a population divided in 4 groups (the red individuals
are defectors and the blue ones cooperators).

cooperator is 0.
Complete assortment implies that, in a regular unrepeated prisoners dilemma,

cooperation is always selected for. A bit less extreme is the case in Figure 5.1(b),
where the population frequency of cooperators (blue dots) is 0.5, but the prob-
ability of a cooperator interacting with a cooperator is 0.69 (38/55), while the
probability of a defector meeting a cooperator is 0.31 (17/55). In this population
structure, consider a regular unrepeated prisoners dilemma given by the following
matrix:

�
2 0
3 1

�

The expected payoff for a cooperator is 0.69 · 2 + 0.31 · 0 = 1.38, while the
expected payoff for a defector is 0.69 · 1+0.31 · 3 = 1.62. Cooperative behaviour
is therefore not selected for with this population structure and without repetition.
However, if we replace the unrepeated prisoners dilemma with the repeated ver-
sion with a probability of continuation δ, replacing the strategy Cooperate by Tit-
for-Tat and Defect by Always Defect, then the payoffs change. For the repeated
game, we compute normalised discounted payoffs as (1 − δ)

�∞
0 δ

i
π
i, where π

i

is the payoff in round i and the term (1 − δ) normalises the discounted sum of
the payoffs. Normalising makes the maximum and minimum attainable payoffs
remain the same for different values of δ. Considering a repeated game the payoff
matrix changes from what is in table 5.1(a) to what is in table 5.1(b).

With repetition, reciprocity therefore will reduce how much a cooperator loses
when it meets a defector and how much a defector gains from meeting a cooper-
ator. This implies that cooperation can win where it could not win before; with
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Cooperate Defect
Cooperate b− c −c

Defect b 0

(a) Standard one-shot prisoner’s
dilemma with b = 2c

TFT ALLD

TFT δ(b− c) c(δ − 1)
ALLD (1− δ)b 0

(b) Normalised repeated prisoner’s
dilemma for strategies TFT and
ALLD

Table 5.1: Standard prisoner’s dilemma – one-shot vs repeated

the population structure we just had and a game repeated infinitely (δ → 1), the
expected payoff for Tit-for-Tat is 0.69 · 2 + 0.31 · 0.5 = 1.55 while the expected
payoff for a defector is 0.69 · 1+0.31 · 2 = 1.31. Although All D remains a domi-
nant strategy for the game, with the population structure from Figure 5.1(b), TFT
is selected for. This illustrates that the combination of population structure and
repetition can work in cases where none of the two would lead to the evolution of
cooperation on its own.

In the next section we will compute thresholds where population structure and
repetition are each defined with a single parameter.

5.3 Theoretical predictions
Now we turn to the theoretical prediction. For any two strategies we can compute
for which combination of parameter values one can directly invade the other and
for which not. The strategy space however is infinite, which precludes comput-
ing thresholds for all combinations of strategies. For a theoretical prediction, we
therefore focus on a subset of transitions for which those thresholds happen to
coincide. This subset is actually relatively large, and we will see in section 5.4,
that the simulations confirm that these strategies are also very relevant.

The strategies we consider are AllD, AllC and a set of strategies we denote by
D

n
TFT , where n can be 0 or any positive integer. A strategy D

n
TFT first plays

n times defect, and then, if the opponent has also played n times defect, it starts
playing T it−for−Tat. Otherwise it returns to playing always defect. One could
say that playing n times defect – where n could be 0, which gives us the familiar
T it − for − Tat – serves as a code to start playing T it − for − Tat (see for
instance D

3
TFT in figure 4.10). The same analysis also works with codes that

include defections as well as cooperations as the initial code or handshake (see
appendix 5.B), but for expositional and notational clarity, we stick to strategies
that start with n defections. To compute invasion thresholds we will analyze pairs
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of strategies.
In regard to population structure, van Veelen (2009) shows that for a popu-

lation that is subdivided into groups, assortment can be measured as P (T |T ) −
P (T |N). This measure is the probability that a player with strategy T interacts
with another player that also plays strategy T minus the probability that a player
with a strategy other than strategy T interacts with a player that plays strategy T .
This equals the probability with which a rare mutant meets a copy of itself, and
will be termed the assortment parameter, r, in the subsequent analysis.

5.3.1 D
n
TFT vs ALLD

When D
n
TFT and ALLD play each other, we get the payoff depicted in Table

5.2. A rare D
n
TFT player in a resident ALLD population, with assortment

paramter r, attains a payoff rδ(b − c) − (1 − r)δn(1 − δ)c, while ALLD gets 0.
So D

n
TFT can invade an ALLD population if

rδ
n(b− c)− (1− r)δn(1− δ)c > 0

r(b− c)− (1− r)(1− δ)c > 0

r(b− δc) > (1− δ)c

r >
(1− δ)c

(b− δc)

Two things are important here. The first is that this threshold does not depend
on n, which means that the threshold is the same for every D

n
TFT . The second

is that the threshold runs from r > c/b for the one shot game (δ = 0) to r > 0 for
the infinitely repeated game (δ = 1), provided that b > c.

Vice versa, a rare ALLD player in a resident Dn
TFT population attains, with

assortment parameter r a payoff of r · 0− (1− r)δn(1− δ)b, while D
n
TFT gets

0. So ALLD can invade a D
n
TFT population if

r · 0 + (1− r)δn(1− δ)b > δ
n(b− c)

(1− r)(1− δ)b > (b− c)

c− δb > r(1− δ)b

c− δb

(1− δ)b
> r

Again, the threshold does not depend on n. That means that the threshold is
the same for any D

n
TFT , and it runs from r > c/b – again – for the on shot

game (δ = 0) to r > 0 at δ = c/b. Assuming b > c, this point lies at δ < 1.
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D
n
TFT Always Defect

D
n
TFT δ

n(b− c) −δ
n(1− δ)c

Always Defect δ
n(1− δ)b 0

Table 5.2: Normalised repeated prisoner’s dilemma for strategies Dn
TFT vs Al-

ways Defect
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Figure 5.2: Invasion thresholds for Dn
TFT and ALLD

This implies that there is a region where neither of the two can directly invade the
other. Plotting these two thresholds we get the graph on Figure 5.21.

5.3.2 D
n
TFT vs ALLC

Let us now check how D
n
TFT and ALLC fare against each other. Now, it does

make a difference whether n = 0 or n > 0. If n = 0 then TFT and ALLC are
neutral mutants that get a payoff b − c against themselves and each other. For a
positive n the payoffs are shown in Table 5.3.

A rare ALLC player in a resident Dn
TFT population, with assortment para-

meter r, attains a payoff r(b− c)− (1− r)c, while D
n
TFT gets δn(b− c). This

means that ALLC can (directly) invade a population ofDn
TFT if

1In all the graphs of Section 5.3 b = 2c. The picture changes qualitatively for other b/c ratios
– see appendix 5.C
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ALLC D
n
TFT

ALLC b− c −c

D
n
TFT b δ

n(b− c)

Table 5.3: Normalised repeated prisoner’s dilemma for strategies D
n
TFT vs

ALLC when n > 0

r(b− c)− (1− r)c > δ
n(b− c)

rb− c > δ
n(b− c)

r >
δ
n(b− c) + c

b

On the other hand, a rare Dn
TFT player in a resident ALLC population, with

assortment parameter r attains a payoff rδn(b− c) + (1− r)b, while ALLC gets
b− c. Accordingly, Dn

TFT can invade an ALLC population if

rδ
n(b− c) + (1− r)b > b− c

r(δn(b− c)− b) > −c

r <
c

b− δn(b− c)

In both thresholds n does play a role, but for all n they run from r > c/b –
again – for the one shot game (δ = 0), to r > 1 at δ = 1. The thresholds for this
pair of strategies are shown on Figure 5.3. Note that the region where D

n
TFT

and ALLC are both stable with respect to each other gets smaller and shifts down
and to the right, as n increases, but never crosses the horizontal line at r = c

b
.

5.3.3 ALLC vs ALLD
ALLC against ALLD leads to a very simple picture (Figure 5.4), becuse ALLC

only invades directly ALLD if r > c

b
, regardless of the continuation probability.

5.3.4 The whole picture
Together, these restrictions add up to Figure 5.5. The continuation probability
(horizontal axis in Figure 5.5) indicates the probability with which every next
repetition between two players is played, given that they have come so far (i.e.,
the probability that repetition i + 1 is played, given that they did play repetition
i). A high continuation probability therefore means that in expectation the game
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Figure 5.3: Example Thresholds for Dn
TFT and ALLC, for n = 1 and n = 2

!!

!"#!"##!$!$%&'(')"##!%)

*+,')-%./')01).)$%&2)',34-%)4,"0(&%5)6%".('%)"##!$)17-2),7$./%')"##!%)),8) >
&

'
(
5)

&%9.&/-%'')18)0+%)"170,7(.0,17)4&16.6,-,02:

!!

"##!$!!"!"##!%

*19%0+%&5)0+%'%)&%'0&,"0,17').//)(4)01);,9(&%)<),7)0+%)3.,7)0%=0>)

)

!"#$%#&'$%"#()*"+'+%,%$-(

.
/
/"
*$
0
1
#
$(
(

"&&!%!'()*&+!

"&&!$!'()*&+!

Figure 5.4: ALLD vs ALLC

is repeated a large number of times. On the vertical axis we find r = P (T |T ) −
P (T |N). This equals the probability with which a rare mutant meets a copy of
itself – if T is rare, then P (T |N) = 0 – and can be interpreted as relatedness
(Grafen, 1985; van Veelen, 2009).

The restrictions together they divide the parameter space in 5 regions. In the
region in the bottom-left corner, where assortment is low and continuation prob-
ability is low too, we see no evolution of cooperation. In this region, AllD can
directly invade all Dn

TFT strategies.
In region 2 (counter clockwise) AllD cannot directly invade Dn

TFT , nor can
D

n
TFT directly invade AllD. That does not mean that the population does not

go from one strategy to the other, but it does so by means of indirect invasions
(as we have seen in Chapter 4). We indeed see the population going from equilib-
rium to equilibrium through stepping stone paths, spending time in equilibria that
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Figure 5.5: Theoretical prediction – assortment vs repetition

range from full cooperation to no cooperation. Within the region, transition paths
with increasing cooperation get gradually easier and transitions with decreasing
cooperation gradually harder.

In region 3, all Dn
TFT strategies can invade AllD directly. Leaving is harder

than getting there; the only way to leave a strategy is by means of an indirect
invasion. That implies that dynamically, there is relatively rapid establishment
of Dn

TFT equilibria from AllD, and a relatively slow collapse back to AllD.
A collapse of cooperation by an indirect invasion is therefore followed relatively
quickly by the establishment of a new equilibrium from the set of Dn

TFT equi-
libria. On average, the population stays away from full cooperation because TFT

is not the only equilibrium; all Dn
TFT strategies are actually equally stable, and

the population goes from one to the other.
In region 4 the population can get stuck in a D

n
TFT equilibrium. If it does,

then in expectation it does still not necessarily achieve full cooperation, as it is
uncertain in which of the equilibria it would get stuck. The closer to the top
boundary, however, the less equilibria can resist a direct invasion by AllC. While
just above the bottom boundary, a population can get stuck in all equilibria from,
say, Dn

TFT to D
10
TFT , these strategies become unstable one after the other,

starting at D10
TFT , until just below the upper boundary, where only D

1
TFT

cannot be invaded directly by AllC.
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In the last region, AllC can invade and resit invasions of Dn
TFT (for any n).

Therefore full cooperation is the rule.

5.4 Testing the theory with a general strategy space

Figure 5.6:

In this chapter we want to test wheter the subset of strategies chosen for the
predictions is a good one. In the same spirit of Chapter 4, we ran simulations for
an unbounded strategy space, i.e., that of finite state automata. The lifecycle in the
simulations is depicted in Figure 5.6. Mutations happen as described in Chapter
4.4.1 and selection is modelled as a Wright-Fisher process.

In the reproduction step, we formed pairs of individuals the following way.
The first individual of a pair is drawn randomly from the parent generation, where
the probability of every member of the parent generation to be the parent of
this individual is proportional to the parents payoff. Then for the second mem-
ber of this pair there are two possibilities. With probability r the same par-
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ent is chosen for reproduction. With probability 1 − r the same procedure as
for the first member is chosen. That means that with r = 0 we are back in
the equivalent of the random matching procedure. It is also important to real-
ize that the expected number of offspring of every member of the parent pop-
ulation is unaffected by the value of r in this procedure. A working copy of
the software and a more detailed description of the program can be found at
www.evolutionandgames.nl/repetitionandstructure.

With this procedure individuals are matched such that if they play strategy S,
then the probability that their opponent also plays strategy S is

r + (1− r)fS

where fS is the frequency of strategy S in the population as a whole, and r is the
assortment parameter. Parameter r can be varied from 0 to 1, and matches the
interpretation of assortment given for the theoretical prediction. We can interpret
r as an assortment parameter, but we are also free to think of it as relatedness
(Grafen, 1985; van Veelen, 2009).

The simulation results are shown in Figure 5.7. Every pixel represents a run
of 500 000 generations. Both parameters are varied in steps of 0.01, which makes
10 100 runs in total (repetition only goes up to .99, because 1.0 would imply that
games would never actually end). The figure depicts the average payoff during
the run, which is an accurate measure of cooperation.

In this repeated prisoners dilemma the payoff matrix of the stage game is in
Table 5.1(a) with b = 3c. The normalised, discounted payoff of AllD against
AllD – full defection – is 1 and the normalised, discounted payoff of AllC against
AllC – full cooperation– is 2. These are the limits in the coloured scale. The
simulation results in Figure 5.7 are very much in line with the predictions depicted
in Figure 5.52.

Prediction and simulations cover the whole parameter space; from no repeti-
tion to – in the limit – infinitely repeated, as well as from no structure at all to
interactions with like only. Thereby they cover a wide variety of circumstances
and show the value of looking, not only at direct invasions, but also at indirect
invasions. As predicted, we do indeed find a sharp threshold for the evolution of
cooperation on the vertical axis, where we only look at assortment. This matches
the typical shape of the predictions from this literature. We also find, on the other
hand, a gradual increase in average cooperation if we take a higher continuation
probability and increase assortment there. This reflects the fact that with repeti-
tion, there is not just one, but there are different relatively stable states, between
which the population moves from time to time. Transition probabilities between

2Figure 5.11 in the appendix overlaps predictions and simulations

www.evolutionandgames.nl/repetitionandstructure
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Figure 5.7: Simulation results for an unbounded strategy set

those states slowly change within the regions 2 to 4, which accounts for the grad-
ual change in average cooperation.

5.5 Conclusion
Human helping behaviour is complex. A single mechanism often is insufficient
to explain the richness of human cooperative behaviour. For instance, population
structure can explain one-shot cooperation, but cannot explain reciprocal coop-
eration; sexual selection can explain one-shot cooperation, but not if the context
is anonymous; repetition can explain reciprocal cooperation but fails to account
for anonymous one-shot helping. This means that it is important to understand
how different mechanisms interact, and which mechanisms are complements or
substitutes in terms of explaining particular types of cooperative behaviour.

Economists have often devoted attention to repetition as a means to explain
cooperation. Biologists, on the other hand, seem to have stressed the role of pop-
ulation structure. Here we combine these two mechanisms and show how they
interact and complement each other: when the two ingredients are present, coop-
eration is selected for parameters for which only one ingredient would not lead to
this result.

By analysing pair-wise stability in a restricted strategy set we were able to
classify the parameter space of the model into four regions. Each corresponds to a
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different predicted level of cooperation. Using computer simulations it was shown
that this result also holds for an infinitely large unbounded strategy set.

Figure 5.7 showed the level of cooperation as a function of continuation prob-
ability (x-axis) and assortment (y-axis). Large values of the continuation proba-
bility mean that the one-shot game is repeated many times, which demands from
individuals the cognitive skills necessary to keep track of large histories of the
game. Large assortment values capture a population structure in which the ecolog-
ical conditions make dispersal unlikely, as opposed to small levels of assortment,
for which groups are viscous.

A possible interpretation of figure 5.7 in terms of human cooperation is as
follows: Hominids arguably evolved in relatively viscous populations (Marlowe,
2005), i.e. it is likely that our ancestral conditions correspond to a place in the
bottom of the figure. On the other hand, the large brain of our direct ancestors
probably allowed them to keep track of long game histories. This means that we,
as a species belong in the right-bottom corner of the figure. This region contains
cooperative equilibria only, but different equilibria here have different levels of
cooperation. This implies that with a large continuation probability it does not
take a high level of assortment to arrive at high levels of cooperation.

The combination of small but positive levels of assortment and large continu-
ation probabilities seems to go very well with the nature of our social preferences.
Reciprocity is high when the continuation probability is high, which matches the
human taste for reciprocity. Assortment is able to explain cooperation in one-shot
interactions. In the presence of repetition, a marginal change in assortment goes
a long way in promoting cooperative behaviour. In summary, one can say that the
recipe for human cooperation is likely to have been a lot of repetition and some
assortment.
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Appendix 5.A Different population structures are em-
bedded in r

Other population structures that deviate from random matching are for instance
models with local interaction or graph structured populations. Tarnita et al. (2009)
show that given some very mild conditions one can also characterize the popula-
tion structure in, amongst others, graph structured populations, with a single mea-
sure, which together with the payoff matrix suffices to determined the direction of
selection. Also here, the reason why the combination of population structure and
repetition can work is that with repetition cooperators that interact with defectors
will transfer less payoff to them, if the cooperators are reciprocal. In Figure 5.8
below, that means that cooperation may evolve because cooperators tend to be
clustered together, and because losses that cooperators on the border between the
two clusters suffer are reduced by reciprocity. In alternative settings with local
interaction, one can also think of r as σ−1

σ+1 , where σ is the assortment parameter
in Tarnita et al. (2009). With continuation probability 0 (at the left side of the
figure) we find that reciprocity plays no role, and that there is a sharp transition
from full defection to full cooperation. With higher continuation probabilities this
transition becomes less sharp, and goes through a number of phase transitions.
Unsurprisingly, reciprocity starts playing a more important role with increasing
continuation probability.

These are only suggestive illustrations why population structure and repetition
(which allows for reciprocity to evolve) might reinforce each other.
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Figure 5.8: A population with clusters. Cooperators within the cluster have a
higher payoff that defectors within their cluster, but cooperators on the border
have a lower payoff than defectors on the border. The latter difference can be
reduced by reciprocity.
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Appendix 5.B Other handshakes, or initial codes
Here we present the analysis for All D , All C and D

n
TFT , but the analysis

remains unchanged if the initial code would be something other than defections,
as for instance in the automaton of figure 5.9, which one could call DCD −
TFT . Also for some strategies with different behaviour off the self-play path, the
analysis remains the same. The strategy in figure 5.10 for instance, differs from
D

n
TFT , but would result in the same thresholds.
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Figure 5.9: A different handshake: DCD − TFT .
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Figure 5.10: Yet another handshake the leads to the same result.

Appendix 5.C Match between the simulations and
the prediction

The pictures presented in the paper assume b = 2c. However, the theoretical pre-
diction changes quantitatively but not qualitatively when chosing other b/c ratios
where b > c. For instance, for b = 4c, depicted in figure 5.12, the zones remain
the same, but the hard threshold shifts down to r = 1/4.
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Sunday, August 15, 2010

Figure 5.11: Match between theoretical predictions and simulations for b = 3c.

!"

#$%&'()*+,%&(-&.,/01&23,& = !! " 4&#$(-&(5'6(%-&*$/*&*$%&$/,.&*$,%-$36.&/*&*$%&7%,*()/6&/8(-&

2(1.-&(*-%62&/*& = "#$# &/1.&*$%&9-32*:&*$,%-$36.&0$%,%& $% &'& ;%)35%-&-*/;6%&/*&

)31*(1+/*(31&',3;/;(6(*<&"#$ 4&#$%&)35'+*/*(31-&/;37%&$30%7%,&/,%&/66&23,&=%1%,/6&! &

/1.&" >&/1.&2,35&*$%5&(*&236630-&*$/*&*$%&63)/*(31&32&*$%&-$/,'&/-&0%66&/-&*$%&-32*&

*$,%-$36.&(-&/*& %" ! >&0$()$&*$%,%23,%&)$/1=%-&0(*$&! &/1.&" 4&#$%&-$/'%&32&*$%&'()*+,%-&

$30%7%,&,%5/(1-&*$%&-/5%?&;%630&(-&/&'()*+,%&0(*$& = &! " 4

&

'()*+),-*+()./0(1-1+2+*3.

..
..
..
..
..
..
..
..
..
..
..
4
(
/
,
2-
*+
(
)
.5
*0
,
6
*,
07
.

& 822.'.6-).9+076*23.+):-97.-22.;)<=<#.&

822.;.6-).9+076*23.+):-97.-22.;)<=<..

'()*+),-*+()./0(1-1+2+*3.

!
.>
.<
.?
.<
.@
.A
.!
.>
.<
.?
.B
.@
.

;)<=<.6-).9+076*23.+):-97.822.;C.

1,*.822.;.6-).()23.+)9+076*23.

+):-97.;)<=<#.822.'.6-))(*.

9+076*23.+):-97.-)3.;)<=<#.

&

822.;.-)9.;)<=<.6-).()23.+):-97.

7-6D.(*D70.*D0(,ED.+)9+076*.

+):-5+()5#.

;)<=<.6-).9+076*23.+):-97.822.;C.

1,*.822.;.6-).()23.+)9+076*23.

+):-97.;)<=<#.822.'.6-).9+076*23.

+):-97.5(F7.;)<=<#&

"##$%$&'()#*$ )+',$&'()#*$

%-./.$&'()#*$

"##$0$&'()#*$

Figure 5.12: Theoretical predictions for b = 4c.



Chapter 6

Conclusions

6.1 Summary and main conclusions
This thesis studies the evolution of human helping behaviour. It looks at the evolu-
tion of specific features of human social preferences, and proposes formal models
to provide ultimate explanations to those features. In each chapter we start with
an empirically or experimentally demonstrated stylized fact about human helping
behaviour. From this particular observation we build a minimal model that allows
us to inspect under which conditions such kind of behaviour is expected to arise
from an evolutionary process. The thesis is developed in four essays that deal with
related, but separate topics.

In chapter 2 we study cooperation in large groups of unrelated individuals.
We introduce a model that allows for the coevolution of two related traits. One
trait determines individuals preferences for size of the group in which interaction
takes place; the other trait determines how cooperative individuals are. Groups are
disbanded and reformed every generation so that interactions take place between
unrelated individuals.

Using a two-trait optimization approach, we derive analytical solutions for the
levels of cooperation and group sizes that are expected to arise from the joint evo-
lution of these two traits. Simulations show that these predictions generally hold
when including stochastic effects and heterogeneity. The formation of groups and
the tendency to cooperate are shown to interact in ways that highlight the impor-
tance of looking at the two processes jointly. The dynamics bring the population
to a point at which the marginal costs of the traits are zero, that is, agents reap no
benefits by marginally raising their grouping tendencies or cooperation levels.

Equilibria in the model reflect cases where cooperation can be interpreted as
the provision of a public good. The fitness values are the payoffs that accrue to
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individuals in the same group for investing in a common project. In groups of
two or more individuals it is impossible to exclude those contributing less than
the average from the benefits of the common project. Since positive contributions
arise in different equilibria with large groups, we are able to explain the provision
of public goods without invoking relatedness.

In chapter 3 we set out to explain why cooperation often discriminates against
outgroups. We study the evolution of discriminatory strategies in a prisoner’s
dilemma game considering the interaction between four strategies; namely ego-
ists, altruists, parochialists and traitors. Intergroup interactions harm the evolu-
tion of cooperation. Since early humans may have had few or many intergroup
contacts, the ability to discriminate individuals from other groups is a possible
mechanism that would allow cooperators to sustain helping inside their groups.

We develop a computational model with selection occurring at the levels of
groups and individuals. Three versions allow us to test different hypothesis on
how parochial strategies originated: namely, in which selection is exclusively
driven by assortment, exclusively driven by group conflict, and driven by both.

Both group conflict and assortment select for parochial behaviour. Selec-
tion for such behaviour is strongest when the two selection mechanisms are both
present, migration is low, and chance has a small influence on winning a conflict.
In all of the studied settings helping behaviour (inside the group) always comes
with hostility towards outsiders. This would seem to suggest that the advantages
of helping often come with the disadvantages of discrimination.

In chapter 4 we study the evolution of strategies in repeated games. Repeti-
tion has often been considered as crucial for human cooperation, but is usually
studied using restricted strategy sets. We focus on a simple setting that captures
the essential features of repetition without restricting the strategy space. The case
study addresses the evolution of reciprocal cooperation in a repeated prisoner’s
dilemma. We use the standard tool-set from evolutionary game theory as well as
computer simulations to obtain results.

The results indicate that instability is intrinsic to the repeated prisoner’s dilemma
in the presence of a rich strategy space. Every equilibrium can be upset, either by
a mutant or by a succession of mutants. Under very reasonable mutation schemes
these stepping stone paths in and out of equilibrium not only exist, but evolution
also actually finds them. Whether we can expect cooperation to increase or de-
crease depends on how often indirect paths in and out of cooperation are induced
by mutations. In other words, mutations should not be ignored and their specifi-
cation matters.

In chapter 5 we study the interaction of repetition and population structure.
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These two mechanisms are prevalent when discussing human cooperation. Economists
often emphasize the role of repetition, while biologists seem to stress more the role
of population structure. To our knowledge, the two mechanisms have never been
studied together.

We develop a model with two main parameters: the level of assortment and
the continuation probability in a repeated game prisoner’s dilemma. The former
controls population structure, while the latter reflects the role of repetition. By
analysing pair-wise stability in a restricted strategy set we are able to classify the
parameter space of the model into four regions. Each corresponds to a different
predicted level of cooperation. Humans arguably belong to a region in the para-
meter space where the continuation probability of the repeated game is large, and
assortment is small but positive. This region contains cooperative equilibria only,
but different equilibria here have different levels of cooperation.

The combination of small but positive levels of assortment and large continu-
ation probabilities seems to go very well with the nature of our social preferences.
Reciprocity is high when the continuation probability is high, which matches the
human taste for reciprocity. Assortment is able to explain cooperation in one-shot
interactions. In the presence of repetition, a marginal change in assortment goes a
long way in promoting cooperative behaviour.

6.2 Future research
Understanding what drives the evolution of cooperation is a problem that is more
than 200 years old, yet it has been recently identified as one of the most important
problems facing science.

“Darwin was able to come up with only general rationales for cooper-
ative behaviour. Now, with new insights from game theory and other
promising experimental approaches, biologists are refining Darwin’s
ideas and, bit by bit, in hope that one day they will understand just
what it takes to bring out our cooperative spirit”. Pennisi (2005, page
93)

An important question that follows from such statement is how will we know
if the solution to Darwin’s problem has finally been achieved. In other words,
how do we expect a satisfactory solution to the problem of cooperation to look
like? The answer to this question is not an easy one, but progress can be made if
we understand how different models relate to each other, while at the same time
bringing evolutionary modeling closer to the results of experimental evidence.

One reason that the problem of cooperation has been around for so long is that
there are fundamental disagreements about the basic logic of selection operating
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on social behaviour, and suitable techniques for generating predictions about what
the conditions are for cooperative behaviour to be selected. A sizable portion of
the literature in the last years has focused on the debate about kin versus group
selection. The central question being addressed has changed over time from (1) Is
group selection theoretically possible? first to (2) Is group selection empirically
relevant? and later to (3) Is group selection equivalent to kin selection?

The most recent debate focuses on the potential limitations of kin selection (or
inclusive fitness) perspectives as compared to group selection (or more generally
models with explicit population structures). While solving such foundational is-
sues is very important, a consensus on the appropriate set of tools will still leave
us at a great distance from understanding how the complexity of human coopera-
tion evolved. This does not mean that we have an unsolvable problem at hand, but
that once an agreement is reached on the kind of analytical approach to be used,
we will still need to resolve many theoretical issues to provide for a sound evo-
lutionary explanation of the key findings of relevant experimental and empirical
studies.

A common ground for all the models proposed in this thesis is that strategies
are not too simple. In chapter 2 individuals choose a level of cooperation as well
as a grouping tendency that will determine the size of their groups. In chapter
3 strategies are flexible in the sense that helping can vary depending on who in-
dividuals are interacting with. Chapters 4 and 5 consider a rich set of strategies
that takes into account the behaviour of the opponent when the game is repeated.
All these specific features (variation in cooperative behaviour according to group
size, discrimination and reciprocity) reveal themselves in experimental settings.
A satisfactory theory of human cooperation should therefore explain how all of
these, and other experimentally relevant features originated.

As we have shown here, the theoretical requirements for the reciprocal features
of our helping repertoire (chapter 4) differ fundamentally from what drives the
discriminatory features of our social preferences (chapter 3). This means that
these two explanations do not compete in explaining the same phenomenon, but
rather complement each other in telling a more complete story (chapter 5). This
suggests that it is likely that one single approach will fail to deliver the whole
picture for the human cooperation puzzle. It would therefore be good to devote
more attention to explaining how existing models relate to each other.
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Samenvatting
De economische wetenschap veronderstelt van oudsher dat mensen egostisch zijn
en niet om anderen geven. Sinds kort beginnen we in te zien dat menselijk gedrag
niet zo duister van aard is, en vooral ook niet zo eenvoudig. Uit ons vermogen tot
collectieve actie blijkt dat de menselijke soort geboren en getogen is om samen te
werken. Aan de andere kant zijn we soms ook zelfzuchtig en in sommige situaties
zelfs kwaadwillend. Oftewel, ons gedrag tegenover anderen is complex. In dit
proefschrift onderzoek ik de basis voor de menselijke neiging tot altrusme door in
vier verschillende essays verschillende complexiteiten ervan te bestuderen.

In hoofdstuk 2 onderzoeken we de oorsprong van altrustisch gedrag in grote
groepen waarin individuen niet aan elkaar verwant zijn. Daarvoor introduceren
we een model waarin twee verschillende eigenschappen kunnen co-evolueren.
De ene eigenschap bepaalt de voorkeur van het individu voor de groepsgrootte
waarin interactie plaatsvindt. De andere eigenschap bepaalt hoe cooperatief het
individu is. Groepen worden iedere generatie opnieuw gevormd, zodat interacties
niet plaatsvinden tussen verwante individuen.

Door het simultaan optimaliseren van deze twee eigenschappen vinden we
analytische oplossingen die de mate van samenwerken en de groepsgrootte voor-
spellen. Simulaties tonen aan dat deze voorspellingen voor een deterministich
model met homogene populatie ook van toepassing zijn als er stochastische ef-
fecten en heterogeniteit bestaan. De interactie tussen groepsformatie en de neig-
ing om samen te werken is van dien aard, dat het duidelijk wordt dat de twee pro-
cessen in samenhang bestudeerd moeten worden. De dynamiek van de interactie
brengt de populatie naar een punt waarop de marginale kosten van beide eigen-
schappen nul zijn, oftewel, een punt waarop de individuen geen voordeel kunnen
behalen door hun voorkeur voor groepsgrootte of hun neiging tot samenwerking
te veranderen.

De evenwichten in het model weerspiegelen gevallen waarin samenwerken
genterpreteerd kan worden als het bijdragen aan een publiek goed. De fitness
wordt bepaald door de payoffs die individuen in een groep opbouwen door het
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investeren in een gezamenlijk project. Het model is zo opgezet dat het in groepen
niet mogelijk is om individuen bijvoorbeeld zij die minder dan gemiddeld aan het
gezamenlijke project bijdragen uit te sluiten van de baten. Omdat er meerdere
evenwichten ontstaan met positieve bijdrages in grote groepen, kunnen we het
bijdragen aan een publiek goed verklaren zonder aannames over verwantschap te
hoeven maken.

In hoofdstuk 3 proberen we te verklaren waarom samenwerken vaak samen-
gaat met het uitsluiten van buitenstaanders. We onderzoeken de evolutie van dis-
criminerende strategien in het prisoners dilemma. Daarbij kijken we naar de in-
teractie tussen vier strategien, namelijk egosten, altrusten, parochialisten en ver-
raders. Egosten werken met niemand samen, altrusten met iedereen, parochialis-
ten werken samen binnen hun groep, maar niet daarbuiten, en verraders werken
samen buiten hun groep en niet erbinnen. Het bestaan van interacties tussen in-
dividuen van bverschillende groepen belemmert de evolutie van samenwerking.
Omdat het niet duidelijk is of onze voorouders veel of weinig groepsoverstij-
gende contacten hadden, is het vermogen om individuen uit andere groepen te
discrimineren een plausibel mechanisme om altrusme binnen de eigen groep te
bevorderen.

We ontwikkelen een simulatiemodel waarin selectie op het niveau van groepen
en individuen plaatsvindt. In drie versies van het model testen we verschillende
hypotheses over hoe parochiale strategien ontstaan zijn. In de eerste versie is
er geen groepscompetitie, dus wordt selectie alleen gedreven doordat individuen
meer dan gemiddeld anderen in hun groep aantreffen die dezelfde strategie volgen.
In de tweede versie is dat juist uitgesloten, en wordt selectie uitsluitend gedreven
door conflicten tussen groepen. In de derde versie zijn beide elementen aanwezig.

Zowel groepsconflicten als het sorteren in groepen blijken drijvende factoren
achter parochial gedrag. Selectie is het sterkst voor dat gedrag als beide mecha-
nismes aanwezig zijn, er weinig migratie plaatsvindt, en kans slechts een kleine
rol speelt bij het winnen van een conflict. In alle bestudeerde omstandigheden gaat
helpgedrag binnen de groep gepaard met vijandigheid tegenover buitenstaanders.
Dit lijkt te suggereren dat de voordelen van helpen onlosmakelijk verbonden zijn
met de nadelen van discriminatie.

In hoofdstuk 4 bestuderen we de evolutie van strategien in herhaalde spe-
len. Herhaling wordt vaak gezien als cruciaal voor menselijke samenwerking,
maar wordt meestal gemodelleerd met behulp van een beperkt aantal strategien.
Wij richten ons op een simpel model dat de strategieruimte niet inperkt. We ki-
jken naar de evolutie van samenwerken in een herhaalde prisoners dilemma en
gebruiken daarvoor naast computersimulaties ook concepten uit de evolutionaire
speltheorie.

Deze studie wijst uit dat het niet beperken van de strategieruimte bij het her-
haalde prisoners dilemma intrinsiek tot instabiliteit leidt. Ieder evenwicht kan
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aangetast worden, ofwel door een enkele mutant, of door een opeenvolging van
mutanten. Onder voor de hand liggende manieren om mutaties te genereren, laten
we zien dat deze paden naar en vooral weg van het evenwicht niet alleen in theo-
rie mogelijk zijn, maar ook daarwerkelijk door het evolutionaire proces gevonden
worden. Of de mate van samenwerken eerder omhoog dan omlaag gaat, hangt af
van hoe vaak het mutatieproces de benodigde mutaties voor de indirecte paden in
en uit de verschillende evenwichten genereren. We concluderen daaruit dat de de-
tails van de mutaties belangrijk zijn en dat hun specifieke eigenschappen cruciaal
zijn voor de dynamiek.

In hoofdstuk 5 onderzoeken we de interactie tussen herhaling en populatiestruc-
tuur. Deze ingredinten spelen beide een rol in de evolutie van samenwerking bij
de mens. Economen leggen vaak de nadruk op herhaling, terwijl biologen meer de
rol van populatiestructuur benadrukken. Voorzover ons bekend is zijn deze twee
ingredinten nooit eerder in samenhang bestudeerd.

We ontwikkelen voor het herhaalde prisoners dilemma een model met twee
belangrijke parameters: de mate van sortering en de kans op herhaling van de
interactie. De eerste is 0 als individuen geheel willekeurig aan elkaar worden
gekoppeld, en 1 als dezelfde strategin alleen maar bij elkaar worden gezet om het
herhaalde spel met elkaar te spelen. De tweede is een reflectie van het belang van
herhaling. Door naar directe en indirecte invasies te kijken in een goed gekozen
deelverzameling van de strategieruimte kunnen we de parameterruimte in vier
stukken indelen. Elk deel correspondeert met een verschillend voorspeld niveau
van samenwerking. Menselijke interacties klassificeren we in het deel waar de
kans op herhaling groot is, en de sortering klein, maar niet 0. Dit deel bevat alleen
maar evenwichten waarin wordt samengewerkt, maar die wel worden gekenmerkt
door verschillende niveaus van samenwerking.

De combinatie van een kleine, maar aanwezige mate van sortering met grote
kans op herhaling lijkt goed aan te sluiten bij de aard van onze sociale voorkeuren.
De voorspelde reciprociteit is hoog als individuen elkaar vaker tegenkomen, wat
resoneert in de menselijke neiging tot reciprociteit. De mate van sortering kan
de samenwerking in eenmalige interacties verklaren, maar voor de mens is het
speciaal relevant dat als er herhaalde interacties zijn, een klein beetje sortering al
een groot effect op de het niveau van samenwerking heeft.

Wat alle modellen in dit proefschrift gemeen hebben is dat de onderzochte
strategien niet heel eenvoudig zijn. In hoofdstuk 2 kiezen individuen een niveau
van samenwerking in combinatie met een neiging tot groepsvorming, die de groeps-
grootte determineert. In hoofdstuk 3 zijn de strategien flexibel, in die zin dat of
er wel of niet wordt geholpen af kan hangen van eigenschappen van de interac-
tiepartner. Hoofdstuk 4 en 5 bevatten strategien die bij herhaling van het spel
geconditioneerd zijn op het gedrag van de ander. Al deze specificaties (variatie in
altrusme afhankelijk van groepsgrootte, discriminatie en reciprociteit) zijn terug
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te vinden in de resultaten van experimenten. Een theorie voor de evolutie van
menselijke samenwerking moet kunnen verklaren waar deze, en andere, experi-
menteel relevante resultaten vandaan komen. Dit suggereert dat n enkele aanpak
waarschijnlijk niet voldoende is om het vraagstuk van de menselijke samenwerk-
ing op te lossen. Daarom is het goed om meer aandacht te besteden aan hoe de
bestaande modellen met elkaar in verband staan.
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Resumen en Español
La ciencia económica se ha desarrollado por largo rato bajo el supuesto de que los
humanos somos egoı́stas y anteponemos nuestro bienestar al de los demás. Re-
cientemente hemos empezado a descubrir que la faceta real del comportamiento
social de los humanos no es tan oscura, pero tampoco tan simple. Nuestra especie
en general nace y se hace para ser cooperativa, tal como lo comprueba nuestra
evidente capacidad para la acción colectiva a gran escala. Pero también podemos
ser egoı́stas, e incluso en algunos contextos estar dispuestos a asumir costos para
hacer daño a los demás. En esta tesis se examinan los orı́genes de las preferencias
humanas con respecto al comportamiento cooperativo y altruista, auscultando pre-
cisamente en la complejidad del mismo. Esta tarea se desarrolla en cuatro ensayos
diferentes.

En el primer ensayo (Capı́tulo 2) se estudia la cooperación en grandes grupos
de individuos sin parentesco. Se introduce un modelo que permite la coevolución
de dos caracterı́sticas relacionadas. Una de esas caracterı́sticas determina la pref-
erencia de cada individuo por el tamaño de los grupo en los cuales suceden las
interacciones sociales; la otra caracterı́stica determina qué tan cooperativo es cada
individuo en cada una de dichas interacciones. En este modelo los grupos se re-
generan de nuevo en cada generación, lo que implica que las interacciones suceden
entre individuos sin parentesco.

Usando una técnica de optimización de las dos caracterı́sticas se derivan solu-
ciones analı́ticas que describen el nivel de cooperación y el tamaño promedio
de los grupos en una población que evoluciona. Usando simulaciones computa-
cionales se muestra que estas predicciones son precisas incluso si se tienen en
cuenta poblaciones heterogéneas en un escenario estocástico. La formación de
grupos y la tendencia a cooperar interactúan de tal forma que se hace evidente
la importancia de examinar los procesos de cooperación y formación de grupos
simultáneamente. La dinámica del modelo lleva a la población a un punto en
el cual el costo marginal de cada caracterı́stica es cero, es decir, los agentes no
se benefician marginalmente incrementando el tamaño de su grupo o su nivel de
cooperación.

Los equilibrios en este modelo reflejan casos en los cuales la cooperación
se puede interpretar como la provisión de un bien público. El valor adaptativo
es equivalente a los pagos correspondientes a cada individuo tras invertir cierto
esfuerzo en un proyecto común. En grupos de dos o más individuos es imposible
excluir a aquellos que contribuyen una cantidad menor a la cantidad que cada
grupo contribuye en promedio. Dado que se evidencian niveles de contribución
positiva en distintos equilibrios con grupos grandes, este modelo puede explicar
la provisión de bienes públicos sin necesidad de invocar parentesco.

En el segundo ensayo (Capı́tulo 3) se trata de explicar porqué los humanos
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a menudo discriminan agentes que no pertenecen a su grupo en interacciones de
carácter cooperativo. En particular, se estudia la evolución de la discriminación
en un dilema del prisionero considerando la interacción de cuatro estrategias;
egoı́stas, altruistas, parroquialistas y traidores. Las interacciones entre individ-
uos de diferentes grupos dificultan la evolución de la cooperación. Dado que los
pre-humanos pudieron haber tenido muchos o pocos contactos intergrupales, la
habilidad para discriminar miembros de otros grupos puede ser un mecanismo
válido y relevante cuando se trata de sostener la cooperación al interior de los
grupos.

Para estudiar este fenómeno se desarrolla un modelo computacional de se-
lección en varios niveles (individual y de grupo). Tres versiones diferentes del
modelo permiten probar tres hipótesis distintas con respecto al origen de las es-
trategias parroquialistas o discriminativas. En la primera versión el único ele-
mento que afecta la selección es la estructura poblacional. En la segunda versión
el conflicto entre grupos es la causa exclusiva de la fuerza selectiva, y en la ter-
cera versión la estructura de la población y el conflicto intergrupal actúan si-
multáneamente.

Tanto el conflicto intergrupal como la estructura poblacional generan selección
de estrategias parroquialistas. La selección favorece la discriminación de la man-
era más fuerte cuando estos dos elementos actúan simultáneamente, la tasa de mi-
gración entre grupos es pequeña, y el azar tiene una influencia menor al decidirse
el ganador de un conflicto intergrupal. En todos los casos estudiados el compor-
tamiento de ayuda (al interior del grupo) viene siempre acompañado de hostilidad
hacia quienes no pertenecen al grupo. Este hecho parecerı́a señalar que las ven-
tajas del comportamiento cooperativo a menudo vienen siempre acompañadas de
un elemento discriminativo.

En el tercer ensayo (Capı́tulo 4) se estudia la evolución de estrategias en jue-
gos repetidos. Las interacciones repetidas han sido con frecuencia consideradas
fundamentales para la cooperación entre humanos, pero usualmente se estudian
utilizando un conjunto restringido y pequeño de posibles estrategias. En este
capı́tulo nos enfocamos en un escenario sencillo que captura esencia de las in-
teracciones repetidas sin restringir el espacio de estrategias del juego. El caso
de estudio es la evolución de estrategias recı́procas en el dilema del prisionero
repetido. Se utilizan las herramientas estándar de teorı́a de juegos evolutiva, ası́
como también simulaciones por computador.

Los resultados indican que la inestabilidad es intrı́nseca al dilema del pri-
sionero repetido cuando se considera un espacio de estrategias grande. En par-
ticular, todo equilibrio del juego puede ser desestabilizado por una sucesión es-
pecı́fica de mutantes. Bajo esquemas razonables de mutación estas secuencias
hacia y fuera de situaciones de equilibrio no solamente existen, sino que son en-
contradas con frecuencia por el proceso evolutivo. Qué tan razonable es esperar
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que aumente o disminuya la cooperación depende de qué tan frecuentemente se
encuentren secuencias especı́ficas de mutantes hacia mayores o menores niveles
de cooperación. En otras palabras, el esquema bajo el cual suceden las mutaciones
y se introducen nuevas estrategias en la población no puede ser ignorado.

En el último ensayo (Capı́tulo 5) se estudia la interacción entre la estructura
poblacional y la repetición del juego. Estos dos mecanismos son prevalentes al
discutir la evolución de la cooperación en humanos. Los economistas enfatizan
con frecuencia el rol de la repetición, mientras los biólogos parecen enfatizar en
particular el rol de la estructura poblacional. La interacción de estos dos mecan-
ismos en particular no ha sido estudiada.

Se desarrolla un modelo con dos parámetros principales: el nivel de seg-
mentación de la población y la probabilidad de continuación de un juego repetido.
El primero controla la estructura poblacional mientras que el segundo refleja el rol
de la repetición. Analizando la estabilidad por pares de estrategias en un espacio
restringido se clasifica el espacio de parámetros del modelo en cuatro regiones.
Cada región identifica la predicción de un nivel diferente de cooperación. Los hu-
manos, se puede argumentar, pertenecen a una región en el espacio de parámetros
en la cual la probabilidad de repetir el juego es grande, y el nivel de segmentación
de la población es pequeño pero positivo. Esta región contiene únicamente equi-
librios cooperativos, pero cada equilibrio corresponde a un nivel diferente de co-
operación.

La combinación de pequeños grados de segmentación poblacional y grandes
probabilidades de continuación en un juego repetido parece coincidir con la natu-
raleza de nuestras preferencias sociales. El nivel de reciprocidad aumenta cuando
la probabilidad de continuación es grande, lo cual encaja con la faceta recı́proca
de nuestro comportamiento. De igual manera, la segmentación puede explicar la
cooperación cuando el juego tiene pocas repeticiones. En el marco de un juego
repetido, un cambio marginal en el nivel de segmentación incrementa substancial-
mente el nivel de cooperación que puede evolucionar.

Un elemento común a todos los modelos propuestos en esta tesis es la consid-
eración de estrategias relativamente complejas. En el primer ensayo los individuos
escogen un nivel de cooperación y un nivel de tendencia grupal que determina el
tamaño de sus grupos. En el segundo ensayo las estrategias proveen a los agentes
con la flexibilidad de ayudar al contrincante dependiendo de su origen. En el
tercer y cuarto ensayo se considera un espacio de estrategias rico que toma en
cuenta la historia de encuentros previos cuando el juego es repetido. Todas estas
caracterı́sticas especı́ficas (variación del comportamiento con respecto al tamaño
del grupo, discriminación y reciprocidad) pueden encontrarse en estudios exper-
imentales con humanos. Una teorı́a satisfactoria del origen de nuestra naturaleza
debe explicar cada una de estas, y otras caracterı́sticas relevantes desde el punto
de vista experimental. Esto sugiere que un solo modelo no será suficiente para
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dar cuenta de la complejidad de nuestro comportamiento social. Por lo tanto, es
recomendable dedicar más esfuerzos a explicar las relaciones entre los modelos
que ya existen.
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